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Latent class models for clustering:
A comparison with K-means
Jay Magidson
Statistical Innovations Inc.
Jeroen K. Vermunt
Tilburg University
Recent developments in latent class (LC) analysis and associated software to include continuous variables offer a model-based alternative to more traditional clustering approaches such as
K-means. In this paper, the authors compare these two approaches using data simulated from
a setting where true group membership is known. The authors choose a setting favourable to
K-means by simulating data according to the assumptions made in both discriminant analysis
(DISC) and K-means clustering. Since the information on true group membership is used in
DISC but not in clustering approaches in general, the authors use the results obtained from
DISC as a gold standard in determining an upper bound on the best possible outcome that might
be expected from a clustering technique. The results indicate that LC substantially outperforms
the K-means technique. A truly surprising result is that the LC performance is so good that it is
virtually indistinguishable from the performance of DISC.

Introduction
In the last decade, there has been a renewed interest in
latent class (LC) analysis to perform cluster analysis. Such
a use of LC analysis has been referred to as the mixture
likelihood approach to clustering (McLachlan & Basford
1988; Everitt 1993), model-based clustering (Banfield &
Raftery 1993; Bensmail, et al. 1997; Fraley & Raftery
1998a, 1998b), mixture-model clustering (Jorgensen &
Hunt 1996; McLachlan, et al. 1999), Bayesian classification (Cheeseman & Stutz 1995), unsupervised learning
(McLachlan & Peel 1996), and latent class cluster analysis
(Vermunt & Magidson 2000, 2002).

Probably the most important facilitating reason for the
increased popularity of LC analysis as a statistical tool
for cluster analysis is that high-speed computers now
make these computationally intensive methods practically applicable. Several software packages are available for
estimating LC cluster models.
An important difference between standard cluster analysis
techniques and LC clustering is that the latter is a modelbased approach. This means that a statistical model is postulated for the population from which the data sample is
obtained. More precisely, it is assumed that a mixture of

underlying probability distributions generates the data.
When using the maximum likelihood method for parameter estimation, the clustering problem involves maximizing a log-likelihood function. This is similar to standard non-hierarchical cluster techniques such as K-means
clustering, in which the allocation of objects to clusters
should be optimal according to some criteria. These criteria typically involve minimizing the within-cluster variation or, equivalently, maximizing the between-cluster
variation. An advantage of using a statistical model is
that the choice of the cluster criterion is less arbitrary
and the approach includes rigorous statistical tests.
LC clustering is very flexible as both simple and complicated distributional forms can be used for the observed
variables within clusters. As in any statistical model,
restrictions can be imposed on the parameters to obtain
more parsimony, and formal tests can be used to check
their validity. Another advantage of the model-based
clustering approach is that no decisions have to be made
about the scaling of the observed variables. For instance,
when working with normal distributions with unknown
variances, the results will be the same irrespective of
whether the variables are normalized. This is very differ-
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ent from standard non-hierarchical cluster methods like
K-means, where scaling is always an issue. Other advantages are that it is relatively easy to deal with variables of
mixed measurement levels (different scale types) and that
there are more formal criteria to make decisions about
the number of clusters and other model features.

Table 1
Design parameters and sample statistics
for generated data

Parameter

In the marketing research field, LC clustering is sometimes referred to as latent discriminant analysis (Dillon
& Mulani 1989) because of the similarity to the statistical methods used in discriminant analysis (DISC) as well
as logistic regression (LR). However, an important difference is that in discriminant and logistic regression
modelling, group (cluster) membership is assumed to be
known and observed in the data while in LC clustering it
is unknown (latent) and, therefore, unobservable.
In this paper, we use a simple simulated data set to compare the traditional K-means clustering algorithm as
implemented in the SPSS (KMEANS) and SAS (FASTCLUS) procedures with the latent class mixture modeling approach as implemented in the Latent GOLD
(Vermunt & Magidson 2000) package. We use discriminant analysis as the gold standard in evaluating the performance of both approaches.
Research design
For simplicity, we consider the case of two continuous
variables that are normally distributed within each of two
clusters (i.e., two populations, two classes) with variances
the same within each class. These assumptions are made
in DISC. We also assume that within each class, the variables are independent of each other (local independence), a prerequisite of the K-means approach.
Formally, we generate two samples according to the following specifications:

Class 1
Class 2
Sample
Sample
Population Estimate Population Estimate
Value
(N=200)
Value
(N=100)

Mean (Y1)
Mean (Y2)

3
4

3.09
3.95

7
1

6.89
1.28

Std dev. (Y1)
Std dev. (Y2)

1
2

1.06
2.19

1
2

0.99
1.75

Correlation
(Y1,Y2)

0

0.05

0

0.08

covariances; assumptions met by our generated data. Under
these assumptions, it also follows that the probability of
group membership satisfies the LR model (see appendix).
Hence, use of both DISC and LR are justified here and
will be used as standards by which to evaluate the results of
K-means and LC clustering.
In real-world clustering applications, supervised learning
techniques such as DISC and LR cannot be used since
information on group membership would not be available. Unsupervised learning techniques such as LC cluster and K-means need to be used when group membership is unobservable. For classifying cases in this application, the information on true group membership will be
ignored when using the unsupervised techniques. Hence,
the unsupervised techniques can be expected to perform
somewhat worse than the supervised techniques. We will
judge the performance of the unsupervised methods by
observing how good the results are in comparison to the
supervised techniques.

Within the kth population, y = (y1, y2) is characterized by
Results obtained from the supervised
learning techniques
the bivariate normal density fk(y|µk, σk, ρk). We set µ1 =
(3,4), µ2 = (7,1), σ1 = σ2 = (1,2), and ρ1 = ρ2 = 0. We show in the appendix how the classification perforSamples of size N1=200 and N2=100 were drawn at ran- mance for DISC, LR, and LC cluster analysis can be evaluated by estimating and comparing the associated equidom from these populations with results given in Table 1.
probability (EP) lines y2 = α′ + β′ y1 for each technique.
Within each population, DISC assumes that y follows a Cases for which (y1, y2) satisfies this equation are equalbivariate normal distribution with common variances and ly likely to belong to population 1 or 2 (i.e., the posteriCanadian Journal of Marketing Research, Volume 20, 2002
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or probability of belonging to population 1 and 2 are
both 0.5). Cases falling to the left of the line are predicted to be in population 1, those to the right are predicted to be in population 2. Figures 1a and 1b show the
EP-lines estimated from the DISC and LR analyses,
respectively. (See the appendix for the derivation of these
lines.)
Figure 1a shows that only one case from population 1
falls to the right of the EP line obtained from DISC and
so is incorrectly predicted to belong to population 2.
Similarly, three cases from population 2 fall to the left of
the line and are incorrectly predicted to belong to population 1. Comparison of Figures 1a and 1b shows that

the line estimated from LR provides slightly worse discrimination of the two populations and misclassifies one
additional case from the population 1.
DISC correctly classifies 199 of the 200 population 1
cases and 97 of the 100 cases from population 2, resulting
in an overall misclassification rate of 1.3%. This compares
to an overall rate of 1.7% obtained using LR. The results
of these supervised techniques are summarized in Table 2.
Table 2
Results from the supervised
learning techniques

Figure 1a
Equi-probability line estimated using
discriminant analysis

Population
Class 1
Class 2
Total

Total
200
100
300

Misclassified
Discriminant
Logistic
Analysis
Regression
1
2
3
3
4 (1.3%)
5 (1.7%)

12
Y2
10
8
6
class 1

4

class 2
2
0
-2

-1 0
-2

1

2

3

4

5

6

7

8

9 10

Y1

-4

Figure 1b
Equi-probability line estimated using
logistic regression
12
Y2
10
8
6
class 1

4

class 2
2
0
-2

-1 0
-2

1

2

3

4

5

6

7

8

9 10

Y1

Results obtained from the unsupervised
learning techniques
For the unsupervised techniques, true class membership is
assumed to be unknown and must be predicted. Because LC
clustering is model-based, basic model parameters are estimated for class size, as well as means and variances of the
variables within each class. These estimates were found to be
very close to the corresponding sample values which were
used for the DISC analysis (Table 3). As a result of the
closeness of these estimates, the resulting EP-line obtained
from LC clustering turns out to be virtually indistinguishable from the corresponding EP-line obtained from DISC
(Figure 1a). A comparison of the slope and intercept of the
EP-lines obtained from DISC, LR, and LC clustering is
given in Table 4. (The formula showing how these EP-line
parameters are obtained as a function of the basic parameter estimates is given in the appendix.)

Classification based on the modal posterior membership
probability estimated in the LC clustering procedure
resulted in only three of the cluster 1 cases and one of
the cluster 2 cases being misclassified  an overall misclassification rate of 1.3%, a performance equal to the
gold standard obtained by DISC.

-4
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Table 3
Comparison of LC Cluster estimates from
the corresponding sample values used by
DISC
Class 1
DISC LC Cluster

Parameter

Class 2
DISC LC Cluster

Class size

200

200.8

100

99.2

Mean (Y1)
Mean (Y2)

3.09
3.95

3.11
3.94

6.89
1.28

6.88
1.28

Var (Y1)
Var (Y2)

1.09
4.23

1.14
4.23

1.09
4.23

1.14
4.23

Correlation
(Y1,Y2)

0.05

0*

0.08

0*

* Restricted to zero according to the local independence assumption
made by K-means clustering

Table 4
Comparison of the parameter estimates of
the equi-probability line Y2 = α′ + β′ Y1 with
the population values
Population
DISC
LR
LC Cluster

α′

β′

25.09
25.06
25.98
24.90

5.33
5.33
5.54
5.28

Table 5 shows that the overall misclassification rate for Kmeans is 8%, substantially worse than LC clustering.
However, the results of K-means, unlike those of LC clustering and DISC are highly dependent upon the scaling of
the variables (results from DISC and LC clustering are
invariant of linear transformations of the variables).

Therefore, we performed a second K-means analysis after
standardizing the variables Y1 and Y2 to Z-scores. Table 5
shows that this second analysis yields an improved misclassification rate of 5%, but one that remains significantly
worse than that of LC clustering.
If the variables had been standardized in a way that the
within cluster variance of Y1 and Y2 were equated, the Kmeans technique would have performed on par with LC
cluster and DISC. This type of standardization, however,
is not possible when cluster membership is unknown.
The overall Z-score standardization served to bring the
within class variances of Y1 and Y2 closer together, but
the within class variance of Y2 remained significantly
larger than that of Y1.
Another factor to consider when comparing LC clustering with K-means is that for unsupervised techniques, the
number of clusters is also unknown. In the case of Kmeans, the researcher must determine the number of
classes without relying on formal diagnostic statistics
since none are available. In LC modelling, various statistics are available that can assist in choosing one model
over another.
Table 6 shows the results of estimating six different LC
cluster models to these data. The first four models vary
the number of classes between 1 and 4. The BIC statistic
correctly selects the standard two-class model as best.
The remaining LC models are variations of the two-class

Table 5
Results from unsupervised
learning techniques

Population
Class 1
Class 2
Total

Total
200
100
300

K-means with
LC
standardized
Cluster K-means
variables
1
18
10
3
6
5
4 (1.3%) 24 (8.0%)
15 (5.0%)

Table 6
Results from estimation of several
LC cluster models

Model
1-Cluster
2-Cluster
3-Cluster
4-Cluster
2-Cluster
2-Cluster

Log
Likelihood
equal
1333
equal
1256
equal
1251
equal
1250
unequal
1252
equal + corr
1256

BIC
2689
2552*
2558
2574
2555
2557

Number of
Model
Parameters
4
7
10
13
9
8

* This model is preferred according to the BIC criterion (lowest BIC
value)
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model that relax certain assumptions of the model.
Specifically, the fifth model includes two additional variance parameters (one for each variable) to relax the DISC
assumption of equal variances within each class. The
final model adds a correlation parameter, relaxing the Kmeans assumption of local independence. The BIC statistic correctly selects the standard two-class model as
best among all of these LC cluster models.

to have equal variance to avoid obtaining clusters that are
dominated by variables having the most variation. Such
standardization does not completely solve the problems
associated with scale differences since the clusters are
unknown and so it is not possible to perform a withincluster standardization. In contrast, the LC clustering
solution is invariant of linear transformations on the
variables, so standardization of variables is not necessary.

Summary and conclusion
Our results suggest that LC performs as well as discriminant analysis and substantially better than K-means for
this type of clustering application. More generally, for
traditional clustering applications where the true classifications are unknown, the LC approach offers several
advantages over K-means. These include:

Additional advantages relate to use of various extensions of
the standard LC cluster models that are possible, such as:

1. Probability-based classification. While K-means uses
an ad hoc approach for classification, the LC approach
allows cases to be classified into clusters using modelbased posterior membership probabilities estimated by
maximum likelihood (ML) methods. This approach also
yields ML estimates for misclassification rates. (The
expected misclassification rate estimated by the standard
two-class LC cluster model in our example was 0.9%,
comparable to the actual misclassification rate of 1.3%
that was achieved by LC cluster and DISC. These misclassification rates were substantially better than that
obtained using K-means.) Another advantage of assigning a probability to cluster membership is that it prevents
biasing the estimated cluster-specific means; that is, in
LC analysis an individual contributes to the means of
cluster k with a weight equal to the posterior membership probability for cluster k. In K-means, this weight is
either 0 or 1, which is incorrect in the case of misclassification. Such misclassification biases the cluster means,
which in turn may cause additional misclassifications.

2. LC models can be estimated where the number of
latent variables is increased instead of the number of
clusters. These LC factor models have been found to outperform the traditional LC cluster models in several
applications (Magidson & Vermunt 2001).

2. Determination of number of clusters. K-means provides no assistance in determining the number of clusters. In contrast, LC clustering provides various diagnostics such as the BIC statistic, which can be useful in
determining the number of clusters.
3. No need to standardize variables. Before performing
K-means clustering, analysts must standardize variables

1. More general structures can be used for the clusterspecific multivariate normal distributions. More precisely, the (unrealistic) assumption of equal variances and the
assumption of zero correlations can be relaxed.

3. Inclusion of variables of mixed scale types. K-Means
clustering is limited to interval scale quantitative variables. In contrast, extended LC models can be estimated
in situations where the variables are of different scale
types. Variables may be continuous, categorical (nominal
or ordinal), or counts or any combination of these
(Vermunt & Magidson 2000, 2002). If all variables are
categorical, one obtains a traditional LC model
(Goodman 1974).
4. Inclusion of demographics and other exogenous variables. A common practice following a K-means clustering is
to use discriminant analysis to describe differences between
the clusters on one or more exogenous variables. In contrast,
the LC cluster model can be easily extended to include
exogenous variables (covariates). This allows both classification and cluster description to be performed simultaneously using a single uniform ML estimation algorithm.
Limitations of this study
The fact that DISC outperformed LR in this study does
not mean that DISC should be preferred to LR. DISC
obtains maximum likelihood (ML) estimates under
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bivariate normality, an assumption that holds true for the
data analyzed in this study. LR, on the other hand,
obtains conditional ML estimates without reliance on
any specific distributional structure on y. Hence, in other
simulated settings where the bivariate normal assumption
does not hold, LR might outperform DISC since the
DISC assumption would be violated.
Another limitation of the study was that we simulated data
from a single model representing the most favourable case
for K-means clustering. We showed that even in such a situation, LC clustering outperforms K-means. When data
are simulated from less favourable situations for K-means,
such as unequal within-cluster variances and local dependencies, the differences between K-means and LC clustering are much larger (Magidson & Vermunt 2002).
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Appendix
Case 1: Cluster proportions known. The sample sizes (n1 = 200, n2 = 100) were drawn
proportional to the known population sizes. Hence, the overall probability of belonging to
population 1 is twice that of belonging to population 2 : π1 = 2/3, π2 = 1/3, π1/ π2 = 2. In the
absence of information of the value of y for any given observation, the probability of belonging to
population 1 is given by the a priori probability π1 = 2/3.
For a given observation y = (y1, y2), following Anderson (1958), the posterior probabilities of
belonging to populations 1 and 2 can be defined using Bayes theorem as:

π 1| y =

π 1 f1 ( y)
and π
π 1 f 1 ( y) + π 2 f 2 ( y)

= 1 − π 1| y =

2| y

π 2 f 2 ( y)
π 1 f 1 ( y) + π 2 f 2 ( y)

Thus, the posterior odds of belonging to population 1 is:

π 1| y
π 2| y

=

π 1 f1 ( y)
π 2 f 2 ( y)

(1)

Eq. (1) states that for any given y, the posterior odds can be computed by multiplying the a priori
odds by the ratio of the densities evaluated at y. Hence, the ratio of the densities serves as a Bayes
factor. Further, when the densities are BVN with equal variances and equal covariance, the
posterior odds follows a linear logistic regression:

ln(

π 1| y
π 2| y

) =α + β 1 y1 + β 2 y 2

Under the current assumptions, since ρ = 0 , we have:

(µ 11 − µ 21 )
2

α = ln(π 1 / π 2 ) − 1 / 2[

β 1 = (µ

11

− µ 21 ) / σ 12

2

σ 12
and

(µ 12 − µ 22 )
2

+

2

σ 22

β

2

],

(2.1)

= (µ 12 − µ 22 ) / σ 22

(2.2)
In this case, an observation will be assigned to population 1 when π 1 > .5 , which occurs when

ln(

π 1| y

π 2| y

) =α + β 1 y1 + β 2 y 2 > 0 , or when y 2 > α '+ β ' y1 .

where

α ' = −(α / β 2 ) and β ' = −(β 1 / β 2 )

(3)

In LC cluster analysis, ML parameter estimates are obtained for the quantities on the right hand
side of eqs. (2.1) and (2.2). Substitution of these estimates in eqs. (2.1) and (2.2) yield ML
estimates for α, β 1 and β 2 which can be used in eq. (3) to obtain the parameters of the EP-line α ' ,
and β ' .
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Appendix
Case 2: Unknown population size
More generally, when the population proportions are not known and the sample is not drawn
proportional to the population, the uniform prior can be used for the a priori probabilities in
which case the a priori odds π1/π2 equals 1, and α reduces to:

( µ 11 − µ 21 )
2

α = −1 / 2[

σ 12

( µ 12 − µ 22 )
2

2

+

2

σ 22

]

(4)

In the case that σ 12 = σ 22 , eq (1) reduces further to:

π 1| y
π 2| y

=

f 1 ( y)
= exp(α + β 1 y1 + β 2 y 2 )
f 2 ( y)

(5)

where α = 1 / 2(µ 21 − µ 11 − µ 12 + µ 22 )
2

2

2

2

β 1 = µ 11 − µ 21
and

β 2 = µ 12 − µ 22
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Assigned Reading: Sage B1:
1. INTRODUCTION
Latent class (LC) modeling was initially introduced by Lazarsfeld and Henry (1968)
as a way of formulating latent attitudinal variables from dichotomous survey items.
In contrast to factor analysis, which posits continuous latent variables, LC models
assume that the latent variable is categorical, and areas of application are more wideranging. The methodology was formalized and extended to nominal variables by
Goodman (1974a, 1974b) who also developed the maximum likelihood (ML)
algorithm that serves as the basis for many of today’s LC software programs. In
recent years, LC models have been extended to include observable variables of mixed
scale type (nominal, ordinal, continuous and counts), covariates, and to deal with
sparse data, boundary solutions, and other problem areas.
In this chapter we describe three important special cases of LC models for
applications in cluster, factor and regression analysis. We begin by introducing the
LC cluster model as applied to nominal variables (the traditional LC model), discuss
some limitations of this model and show how recent extensions can be used to
overcome them. We then turn to a formal treatment of the LC factor model and an
extensive introduction to LC regression models before returning to show how the LC
cluster model as applied to continuous variables can be used to improve upon the Kmeans approach to cluster analysis. We use the Latent GOLD computer program
(Vermunt and Magidson, 2000) to illustrate the use of these models as applied to
several data sets.
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2. TRADITIONAL LATENT CLASS MODELING

Traditional LC analysis (i.e., Goodman, 1974a) assumes that each observation is a
member of one and only one of T latent (unobservable) classes, and that local
independence exists between the manifest variables. That is, conditional on latent
class membership, the manifest variables are mutually independent of each other.
This model can be expressed using (unconditional) probabilities of belonging to each
latent class, and conditional response probabilities as parameters. For example, in the
case of 4 nominal manifest variables A, B, C, and D we have:

 ijklt   tX  itA| X  Bjt| X  ktC| X  ltD| X

(1)

where  tX denotes the probability of being in latent class t=1,2,…,T of latent variable
X;  itA| X denotes the conditional probability of obtaining the ith response to item A,
from members of class t, i=1,2,..,I; and  Bjt| X ,  ktC| X ,  ltD| X , j=1,2,…,J k=1,2,…,K
l=1,2,…,L, denote the corresponding conditional probabilities for items B, C and D
respectively.
Model 1 can be described graphically in terms of a path diagram (or a
graphical model) in which manifest variables are not connected to each other directly,
but indirectly through the common source X. The latent variable is assumed to
explain all of the associations among the manifest variables. A goal of traditional LC
analysis is to determine the smallest number of latent classes T that is sufficient to
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explain away (account for) the associations (relationships) observed among the
manifest variables.
The analysis typically begins by fitting the T=1 class baseline model (H0),
which specifies mutual independence among the variables. Model H0:

 ijkl   iA Bj kC lD

Assuming that this null model does not provide an adequate fit to the data, a 1dimensional LC model with T=2 classes is then fitted to the data. This process
continues by fitting successive LC models to the data, each time adding another
dimension by incrementing the number of classes by 1, until the simplest model is
found that provides an adequate fit.

2.1 Assessing Model Fit

Several complimentary approaches are available for assessing the fit of LC models.
The most widely used approach utilizes the likelihood ratio chi-squared statistic L2,
to assess the extent to which ML estimates for the expected cell frequencies, Fˆijkl ,
differ from the corresponding observed frequencies, fijkl:

L2  2



ijkl

fijkl ln( fijkl / Fˆijkl )
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A model fits the data if the value of L2 is sufficiently low to be attributable to chance
(within normal statistical error limits --generally, the .05 level).
The Fˆijkl are obtained using the following 2-step process. First, maximum
likelihood (ML) estimates for the model parameters are obtained and substituted into
the right side of Equation (1) to obtain ML estimates of the probabilities ˆijklt . These
probability estimates are then summed over the latent classes to obtain estimated
probabilities for each cell in the observed table and multiplied by the sample size N to
obtain the ML estimates for the expected frequencies:

T
Fˆijkl  N t 1ˆijklt

In the case that Fˆijkl  fijkl for each cell (i,j,k,l), the model fit will be perfect and L2
equals zero. To the extent that the value for L2 exceeds 0, the L2 measures lack of
model fit, quantifying the amount of association (non-independence) that remains
unexplained by that model. When N is sufficiently large, L2 follows a chi-square
distribution, and as a general rule1, the number of degrees of freedom (DF) equals the
number of cells in the full multi-way table minus the number of distinct parameters
M minus 1. For example, in the case of 4 categorical variables, the number of cells
equals IJKL and the number of parameters is:
M = T-1 + T[(I-1) + (J-1) + (K-1) + (L-1)]

1

According to the general rule, if it turns out that DF < 0, the model is not identifiable, which
means that unique estimates are not available for all parameters. For example, for I = J = K = L
= 2, DF = -4 for T = 4, which means that the 4-class model is not identifiable. In some cases
however, this general counting rule may yield DF >0, yet the model may still not be identifiable.
For example, Goodman (1974a) shows that in this situation of 4 dichotomous variables, the 3class model is also unidentifiable despite the fact that the counting rule yields DF = 1. See also
note 3.
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M is obtained by counting the T-1 distinct LC probabilities, and for each latent class,
the I-1 distinct conditional probabilities associated with the categories of variable A,
the J-1 distinct conditional probabilities associated with B, etc. Since probabilities
sum to 1, the probability associated with one category of each variable is redundant
(and hence not counted as a distinct parameter): it can be obtained as one minus the
sum of the others.
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Assigned Reading: Sage B2:
Example: survey respondent types
We will now consider a first example that illustrates how these tools are used in
practice. It is based on the analysis of 4 variables from the 1982 General Social
Survey given by McCutcheon (1987) to illustrate how traditional LC modeling can
be used to study the different types of survey respondents. Two of the variables
ascertain the respondent’s opinion regarding (A) the purpose of surveys and (B) how
accurate they are, and the others are evaluations made by the interviewer of (C) the
respondent’s levels of understanding of the survey questions and (D) cooperation
shown in answering the questions. McCutcheon initially assumed the existence of 2
latent classes corresponding to ‘ideal’ and ‘less than ideal’ types.
The study included separate samples of white and black respondents.
Beginning with an analysis of the white sample, McCutcheon later included data
from the black sample to illustrate a 2-group LC analysis. We will use these data to
introduce the basics of traditional LC modeling and to illustrate several recent
developments that have been made over the past decade. These include allowing for
specific local dependencies (section 3.1), the usage of LC factor models (section 3.2),
and the inclusion of covariates as well as the methodology for making multi-group
comparisons (sections 3.3 and 3.4).
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Table 1: Results from Various LC Models Fit to the GSS’82 Data

Model
Sample of white respondents
Traditional
H0
1-class
H1C
2-class
H2C
3-class
H3C
4-class
Nontraditional
H1C+
2-class + {CD} direct effect
H2F
Basic 2-factor

BICLL

Sample of black respondents
Traditional
H’
1-class
H’1
2-class
H’2C
3-class
H’3C
4-class
Nontraditional
H’1C+ 2-class + {CD} direct effect
H’2F
Basic 2-factor

% Reduction
P value
in L²( H0)

L²

DF

5787.0 257.3
5658.9 79.5
5651.1 22.1
5685.3
6.6

29
22
15
8

2.0x10-38
2.0x10-8
0.11
0.58

0.0%
69.1%
91.4%
97.4%

5606.1
5640.1

12.6
11.1

20
15

0.89
0.75

95.1%
95.7%

2402.1 112.1
2389.6 56.9
2393.8 18.3
2427.6
9.4

29
22
15
8

1.0x10-11
.00006
.25
.31

0.0%
49.2%
83.7%
91.6%

2360.2
2387.0

15.2
11.5

20
15

.77
.72

86.4%
89.7%

8185.1 400.0
8013.8 169.5
8077.4 40.4
7953.0 49.4
73.3
7962.1
7989.8 27.0

64
56
30
48
50

4.3x10-50
2.4x10-13
.10
.42
.02

0%
57.6%
89.9%
87.7%
81.7%

40

.94

93.3%

8059.6
7934.9

30
48

.83
.97

94.4%
92.2%

Full sample (multiple-group analysis)
Traditional

M0
M1
M2C
M2CR
M2CRR

1-class

M3CR

4-class restricted (partial homogeneity)

2-class

3-class unrestricted (complete heterogeneity)
3-class restricted (partial homogeneity)
3-class restricted (complete
homogeneity)

Nontraditional

M2F
M2FR

basic 2-factor unrestricted
basic 2-factor restricted

22.6
31.3

Traditional exploratory LC analysis begins by fitting the null model H0 to the sample
of white respondents. Since L2(H0) = 257.3 with DF = 29 (see Table 1), the amount
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of association (non-independence) that exists in these data is too large to be explained
by chance, so the null model must be rejected (p < .001) in favor of T>1 classes.
Next, we consider McCutcheon’s 2-class model (H1). For this model, the L2
is reduced to 79.52, a 69.1% reduction from the baseline model, but still much too
large to be acceptable with DF = 22. Thus, we increment T by 1 and estimate model
H2C, the 3-class model. This model provides a further substantial reduction in L2 to
22.1 (a 91.5% reduction over the baseline) and also provides an adequate overall fit
(p>.05). Table 1 shows that the 4-class LC model provides some further
improvement. However, the BIC statistic, which takes parsimony into account,
suggests that the 3-class model is preferred over the 4-class model (see Table 1).

2

This value differs slightly from the value 79.3 reported in McCutcheon (1987) because our models include a Bayes
constant set equal to 1 in order to prevent boundary solutions (estimated model probabilities equal to zero). For
further information on Bayes constants see the technical appendix of the Latent GOLD manual (Vermunt and
Magidson 2000 or www.latentclass.com).
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Table 2: Parameter Estimates for the 3-Class LC Model by Sample

LC Probabilities
Conditional Probabilities
(A) PURPOSE
Good
Depends
Waste
(B) ACCURACY
Mostly True
Not True
(C) UNDERSTANDING
Good
Fair, poor
(D) COOPERATION
Interested
Cooperative
Impatient/ Hostile

White Sample
Black Sample
Class 1 Class 2 Class 3 Class 1 Class 2 Class 3
Ideal Believers Skeptics Ideal Believers Skeptics
0.62
0.20
0.18
0.49
0.33
0.18

0.89
0.05
0.06

0.92
0.07
0.01

0.16
0.22
0.62

0.87
0.08
0.05

0.91
0.04
0.05

0.19
0.17
0.65

0.61
0.39

0.65
0.35

0.04
0.96

0.54
0.46

0.65
0.35

0.01
0.99

1.00
0.00

0.32
0.68

0.75
0.25

0.95
0.05

0.37
0.63

0.68
0.32

0.95
0.05
0.00

0.69
0.26
0.05

0.64
0.26
0.10

0.98
0.01
0.00

0.56
0.37
0.07

0.64
0.25
0.11
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The parameter estimates obtained from the 3-class model are given in the left-most
portion of Table 2. The classes are ordered from largest to smallest. Overall, 62%
are estimated to be in class 1, 20% in class 2 and the remaining 18% in class 3.
Analogous to factor analysis where names are assigned to the factors based upon an
examination of the ‘factor loadings’, names may be assigned to the latent classes
based upon the estimated conditional probabilities. Like factor loadings, the
conditional probabilities provide the measurement structure that defines the latent
classes.
McCutcheon assigned the name ‘Ideal’ to latent class 1, reasoning as follows:
The first class corresponds most closely to our anticipated ideal respondents.

Nearly 9 of 10 in this class believed that surveys ‘usually serve a good purpose;’ 3 of 5 expressed
a belief that surveys are either ‘almost always right’ or ‘right most of the time’; 19 of 20 were
evaluated by the interviewer as ‘friendly and interested’ during the interview; and nearly all were
evaluated by the interviewer as having a good understanding of the survey questions.

He named the other classes ‘Believers’ and ‘Skeptics’ based on the interpretations of
the corresponding conditional probabilities for those classes.
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Assigned Reading: Sage B3:
Bivariate Residuals and Direct Effects
A formal measure of the extent to which the observed association between 2
variables is reproduced by a model is given by the BVR statistic (Vermunt and
Magidson, 2001). Each BVR corresponds to a Pearson X2 statistic (divided by the
degrees of freedom) where the observed frequencies in a 2-way cross-tabulation of
the variables are contrasted with those expected counts estimated under the
corresponding LC model3. A BVR value substantially larger than 1 suggests that the
model falls somewhat short of explaining the association in the corresponding 2-way
table.

Table 5: Values for Bivariate Residuals obtained Under Various Models for the Sample of White
Respondents
2-way
table
{AB}
{AC}
{AD}
{BC}
{BD}
{CD}

H0
61.6
0.5
10.6
0.3
8.6
43.4

H1
0.1
0.7
0.0
1.1
0.4
32.3

Model
H2C
0.1
0.1
0.1
0.0
0.3
2.4

H3C
0.0
0.0
0.0
0.0
0.2
0.0

H2C+
0.0
0.2
0.2
0.0
0.2
0.0

H2F
0.0
0.0
0.1
0.0
0.4
0.2

Example: survey respondent types (continued)
Table 5 reports BVRs for each variable pair under each of several models estimated
in our first example. Since model H0 corresponds to the model of mutual

3

These residuals are similar to Lagrangian statistics. A difference is that they are limited information fit measures:
dependencies with parameters corresponding to other items are not taken into account.
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independence, each BVR for this model provides a measure of the overall association
in the corresponding observed 2-way table; that is, each BVR equals the usual
Pearson X2 statistic used to test for independence in the corresponding 2-way table
divided by the degrees of freedom. The results show that except for the nonsignificant relationships in the {AC} and {BC} tables, all of the remaining BVRs are
quite large, attesting to several significant associations (local dependencies) that exist
among these variables. The BVR is especially large for {AB} and for {CD}. For
example, in Table {CD}, a Pearson chi-square test confirms that the observed
relationship is highly significant (X2 = 86.8, 2df, p<.001; BVR = 86.8/2 = 43.4).
Under the 2-class model (H1), note that the BVRs are all near or less than 1
except for one very large value of 32.3 for {CD}. This suggests that the overall lack
of fit for this model can be traced to this single large BVR. The traditional way to
account for the lack of fit is by adding another latent class. However, Table 5 shows
that even after the addition of a 3rd class, the BVR for {CD} under the 3-class model
H2C remains unacceptably high (BVR = 2.4). Although the inclusion of the 3rd class
does add a second dimension that causes the overall fit to be adequate, it is not until
we add a 4th class (model H3C) that all BVRs are at acceptable levels.
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Assigned Reading: Sage C:
2.1 Sparse Data
In situations involving sparse data, the chi-squared distribution should not be
used to compute the p-value because L2 would not be well approximated. Instead,
the bootstrap approach can be used to estimate p (Langeheine, Pannekoek, and Van
de Pol, 1996). Sparse data often occurs when the number of observed variables or the
number of categories of these variables is large. In such cases the total number of
cells in the resulting multi-way frequency table will be large relative to the sample
size, resulting in many empty cells. This situation is illustrated below with a data
example. Sparse data also results when LC models are extended to include
continuous variables, which is illustrated in the last section.
An alternative approach to assessing model fit in the case of sparse data
utilizes an information criterion weighting both model fit and parsimony. Such
measures, like AIC and BIC, are especially useful in comparing models. The most
widely used in LC analysis is the BIC statistic which can be defined as: BICL2 = L2 –
ln (N) DF (Raftery, 1986). A model with a lower BIC value is preferred over a model
with a higher BIC value. A more general definition of BIC is based on the loglikelihood (LL) and the number of parameters (M) instead of L2 and DF; that is

BICLL = -2 LL + ln(N) M
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Again, a model with a lower BIC value is preferred over a model with a higher BIC
value.4
If the baseline model (H0) provides an adequate fit to the data, no LC analysis
is needed, since there is no association among the variables to be explained. In most
cases however, H0 will not fit the data in which case L2(H0) can serve as a baseline
measure of the total amount of association in the data. This suggests a 3rd approach
for assessing the fit of LC models by comparing the L2 associated with LC models
for which T>1 with the baseline value L2(H0) to determine the percent reduction in
L2. Since the total association in the data may be quantified by L2(H0), the percent
reduction measure represents the total association explained by the model. This less
formal approach can complement the more statistically precise L2 and BIC
approaches.
As an example of how these measures are used, suppose that the L2 suggests
that a 3-class model falls short of providing an adequate fit to some data (say p = .04)
but explains 90% of the total association. Moreover, suppose a 4-class is the simplest
model that fits according to the L2 statistic but that this model only explains 91% of
the association. In this case, it may be that on practical grounds the 3-class model is
preferable since it explains almost as much of the total association.

4

The two formulations of BIC differ only with respect to a constant. More precisely, BIC L2 equals BICLL minus the
BICLL corresponding to the saturated model.
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Assigned Reading: Sage E:
2.3 Classification

The final step in a traditional LC analysis is to use the results of the model to classify
cases into the appropriate latent classes. For any given response pattern (i,j,k,l),
estimates for the posterior membership probabilities can be obtained using Bayes
theorem as follows:

ˆ

X | ABCD
tijkl



ABCDX
ˆijklt
T

 ˆ
t 1

, t=1,2,…, T

(2)

ABCDX
ijklt

where the numerator and denominator in Equation (2) are obtained by substituting
the model parameter estimates in place of the corresponding parameters in Equation
(1).
Magidson and Vermunt (2001) and Vermunt and Magidson (2002) refer to
this kind of model as a LC cluster model because the goal of classification into T
homogeneous groups is identical to that of cluster analysis. In contrast to an ad hoc
measure of distance used in cluster analysis to define homogeneity, LC analysis
defines homogeneity in terms of probabilities. As indicated by Equation (1), cases in
the same latent class are similar to each other because their responses are generated
by the same probability distribution.
Cases are then assigned to the class for which the posterior probability is
highest (i.e., the modal class). For example, according to the 3-class LC model,
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someone with response pattern A=1 (PURPOSE = ‘good’), B=1 (ACCURACY =
‘mostly true’), C=1 (UNDERSTANDING = ‘good’), and D=1 (COOPERATION =
‘interested’) has posterior membership probabilities equal to 0.92, 0.08, and 0.00.
This means that such a person is assigned to the first class.

Assigned Reading: Sage F1:
2.2 Testing the Significance of Effects
The next step in a traditional LC analysis is to delete from the model any variable
that does not exhibit a significant difference between the classes. For example, to test
whether to delete variable A from a T-class model, one would test the null hypothesis
that the distribution over the I categories of A is identical within each class t:

 iA1| X   iA2| X  ...   iTA| X for i=1,2,…,I

In order to implement this test we make use of the relationship between the
conditional response probabilities and the log-linear parameters (see, e.g., Haberman
1979; Formann, 1992; or Heinen, 1996):



A| X
it



exp(iA  itAX )
I

 exp(
i '1

A
i'

 iAX
't )
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Standard log-linear modeling techniques can then be used to test the null hypothesis,
re-expressed in terms of the log-linear parameters associated with the AX
relationship:

AX
i1AX  iAX
2  ...  iT  0 for i=1,2,…,I

One way to test for significance of the 4 indicators in our 3-class model is by means
of a L2 difference test, where  L² is computed as the difference between the L2
statistics obtained under the restricted and unrestricted 3-class models respectively.
The  L² values obtained by setting the association parameters corresponding to one
of the indicators to zero were 145.3, 125.4, 61.3, and 101.1, for A, B, C, and D,
respectively. These numbers are higher than of the corresponding Wald statistics,
which took on the values 29.6, 8.4, 7.4, and 19.0. This is because the latter test is
uniformly less powerful than the  L² statistic. Under the assumption that the
unrestricted model is true, both statistics are distributed asymptotically as chi-square
with DF = (I-1)*(T-1), where I denotes the number of categories in the nominal
variable. The encountered values show that each of the 4 indicators included in the
model is significantly related to class membership.
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Assigned Reading: Sage F2:
2.4 Graphical Displays
Since for any given response pattern (i,j,k,l) the T class membership probabilities sum
to 1, only T-1 such probabilities are required as the probability of belonging to the
remaining class can be obtained from the others. Hence, the class membership
X | ABCD
probabilities ˆtijkl
can be used to position each response pattern in T-1 dimensional

space, and for T=3, various 2-dimensional barycentric coordinate displays can be
produced.
Rather than plotting every one of the many response patterns, instructive plots
of the kind used in correspondence analysis can be produced, where points are
plotted for each category of each variable as well as other meaningful aggregations of
these probabilities (Magidson and Vermunt, 2001).
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Figure 1: Barycentric Coordinate Display for 3-Class Model
Cluster3
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Figure 1 depicts the corresponding barycentric coordinate display under the 3-class
LC model. Points are plotted for each category of each of the 4 variables in our
example. Since these points contain information equivalent to the LC parameter
estimates (Van der Heijden, Gilula and Van der Ark, 1999), this type of plot provides
a graphical alternative to the traditional tabular display of parameter estimates and
can yield new insights into data. Also displayed in Figure 1 are 2 additional
aggregations associated with the response categories UNDERTANDING = ‘good’
and ‘fair,poor’ (k=1,2) among those for whom COOPERATION = ‘hostile/impatient’
(l=3).
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The horizontal dimension of the plot corresponds to differences between
McCutcheon’s ‘ideal’ and ‘believer’ types (latent classes 1 and 2). We see that the
categories of the variable C tend to spread out along this dimension. Respondents
showing ‘good’ understanding are most likely to belong to the ideal class (the
corresponding symbol is plotted closest to the lower left vertex that represents class 1)
while those showing only ‘fair or poor’ understanding are plotted closest to the lower
right vertex which represents class 2.
Differences along the vertical dimension of the plot are best shown by the
categories of A and B. For example, respondents agreeing that the purpose of surveys
is ‘good’ are plotted close to the lower left (class 1) vertex. Those who say ‘it depends’
are plotted somewhat midway between the class 1 and class 3 (top) vertex. Those who
say ‘it’s a waste of time and $’ are most likely to be in class 3 and are positioned near
the top vertex. The fact that the positioning of categories for both A and B spread out
over the vertical dimension suggests a high degree of association between these
variables. In contrast, the categories of C are spread over the horizontal dimension,
suggesting that the association between C and the 2 variables A and B is close to nil.
The categories of the variable D form an interesting diagonal pattern.
Respondents showing they are ‘interested’ in the questions are most likely to be in
class 1 (‘ideal’) while those who are only ‘cooperative’ or exhibit ‘impatience/hostility’
are plotted closer to classes 2 and 3. This suggests the hypothesis that impatience and
hostility may arise for either of 2 different reasons – 1) disagreement that surveys are
accurate and serve a good purpose (indicated by the vertical dimension of the plot)
and/or 2) lack of understanding (indicated by the horizontal dimension).
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The additional points plotted deal with the relationship between variables C
and D. The positioning of these points suggest that among impatient/hostile
respondents, those who show good understanding of the questions tends to be more in
class 3 while those whose understanding is Fair/Poor tend to be about equally likely to
be in classes 2 or 3.
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Tutorial #1:Using Latent GOLD 5.1 to Estimate LC Cluster Models
Read Tutorial 1: (pages 34-68) access by clicking on the following link:

Latent GOLD Tutorial #1

Excerpts from:

LATENT CLASS MODELS

Jay Magidson,
Statistical Innovations Inc.

Jeroen K. Vermunt,
Tilburg University

Latent GOLD Tutorial #1
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Assigned Reading: Sage H1:
3.3 Multi-group Models

Multi-group LC models can be used to compare models across groups. A completely
unrestricted multi-group LC model, referred to by Clogg and Goodman (1984) as the model
of complete heterogeneity, is equivalent to the estimation of a separate T-class LC model for
each group. The fit of such a model can be obtained by simply summing the L2 values (and
corresponding degrees of freedom) for the corresponding models in each group.

Let G denote a categorical variable representing membership in group g. The
model of complete heterogeneity is expressed as (model M2C):

ABCDX |G
 ijklt
  tX|g|G itA||gX ,G Bjt||gX ,G ktC||gX ,G ltD|g| X ,G
|g

Example: survey respondent types (continued)
The second part of Table 1 (pg 5) provides the results of repeating our example 1 analyses for the
sample of black respondents. These results turn out to be very similar to those obtained for
the white respondents (see first part Table 1). As in our analysis for the white sample we
again reject the 1 and 2-class models in favor of 3 classes in order to obtain a model that
provides an overall fit to the data that is adequate. The right-most portion of Table 2 (pg 6)
presents the parameter estimates obtained from the 3-class model (model H’2C) as applied
to the sample of blacks. As in our earlier analysis the classes are ordered from largest to
smallest.
In comparing results across these two groups, it is important to be able to interpret
the 3 classes obtained from the black respondents as representing the same latent
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constructs (‘ideal’, ‘believers’ and ‘skeptics’) as in our analysis of the white respondents.
Otherwise, any between-group comparisons would be like comparing ‘apples’ with
‘oranges’. While it is tempting to interpret class 1 for both samples as representing the
‘ideal’ respondents, this is not appropriate without first restricting the measurement portion
of the models (the conditional probabilities) to be equal. These restrictions are
accomplished using the model of partial homogeneity (model M2CR):

ABCDX |G
 ijklt
  tX|g|G itA| X  Bjt| X  ktC| X  ltD| X
|g

(3)

Table 7: Parameter Estimates for the 3-Class LC model of Partial Homogeneity (Model M2CR)

LC Probabilities
Whites
Blacks
Conditional
Probabilities
PURPOSE
Good
Depends
Waste
ACCURACY
Mostly True
Not True
UNDERSTANDING
Good
Fair, poor
COOPERATION
Interested
Cooperative
Impatient/ Hostile

3 Classes
2 Factos (marginal probabilities)
Class 1 Class 2 Class 3
Factor V
Factor W
Ideal Believers Skeptics Level 1 Level 2 Level 1 Level 2
0.68

0.15

0.17

0.81

0.19

0.85

0.16

0.51

0.30

0.19

0.79

0.21

0.70

0.31

0.89
0.06
0.05

0.90
0.06
0.04

0.16
0.21
0.63

0.90
0.06
0.05

0.20
0.21
0.59

0.76
0.09
0.15

0.78
0.07
0.15

0.60
0.40

0.64
0.36

0.01
0.99

0.63
0.37

0.02
0.98

0.50
0.50

0.55
0.45

0.94
0.06

0.32
0.68

0.74
0.26

0.79
0.21

0.76
0.24

0.92
0.08

0.26
0.74

0.95
0.05
0.00

0.57
0.35
0.08

0.65
0.25
0.10

0.86
0.12
0.02

0.66
0.24
0.10

0.90
0.09
0.01

0.50
0.38
0.12

Estimates from this model are given in Table 7.
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Table 1: Results from Various LC Models Fit to the GSS’82 Data

Model
Sample of white respondents
Traditional
H0
1-class
H1C
2-class
H2C
3-class
H3C
4-class
Nontraditional
H1C+
2-class + {CD} direct effect
H2F
Basic 2-factor

BICLL

Sample of black respondents
Traditional
H’0
1-class
H’1
2-class
H’2C
3-class
H’3C
4-class
Nontraditional
H’1C+ 2-class + {CD} direct effect
H’2F
Basic 2-factor

% Reduction
P value
in L²( H0)

L²

DF

5787.0 257.3
5658.9 79.5
5651.1 22.1
5685.3
6.6

29
22
15
8

2.0x10-38
2.0x10-8
0.11
0.58

0.0%
69.1%
91.4%
97.4%

5606.1
5640.1

12.6
11.1

20
15

0.89
0.75

95.1%
95.7%

2402.1 112.1
2389.6 56.9
2393.8 18.3
2427.6
9.4

29
22
15
8

1.0x10-11
.00006
.25
.31

0.0%
49.2%
83.7%
91.6%

2360.2
2387.0

15.2
11.5

20
15

.77
.72

86.4%
89.7%

8185.1 400.0
8013.8 169.5
8077.4 40.4
7953.0 49.4
73.3
7962.1
7989.8 27.0

64
56
30
48
50

4.3x10-50
2.4x10-13
.10
.42
.02

0%
57.6%
89.9%
87.7%
81.7%

40

.94

93.3%

8059.6
7934.9

30
48

.83
.97

94.4%
92.2%

Full sample (multiple-group analysis)
Traditional

M0
M1
M2C
M2CR
M2CRR

1-class

M3CR

4-class restricted (partial homogeneity)

2-class

3-class unrestricted (complete heterogeneity)
3-class restricted (partial homogeneity)
3-class restricted (complete
homogeneity)

Nontraditional

M2F
M2FR

basic 2-factor unrestricted
basic 2-factor restricted
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22.6
31.3

Table 2: Parameter Estimates for the 3-Class LC Model by Sample

LC Probabilities
Conditional Probabilities
(A) PURPOSE
Good
Depends
Waste
(B) ACCURACY
Mostly True
Not True
(C) UNDERSTANDING
Good
Fair, poor
(D) COOPERATION
Interested
Cooperative
Impatient/ Hostile

White Sample
Black Sample
Class 1 Class 2 Class 3 Class 1 Class 2 Class 3
Ideal Believers Skeptics Ideal Believers Skeptics
0.62
0.20
0.18
0.49
0.33
0.18
0.89
0.05
0.06

0.92
0.07
0.01

0.16
0.22
0.62

0.87
0.08
0.05

0.91
0.04
0.05

0.19
0.17
0.65

0.61
0.39

0.65
0.35

0.04
0.96

0.54
0.46

0.65
0.35

0.01
0.99

1.00
0.00

0.32
0.68

0.75
0.25

0.95
0.05

0.37
0.63

0.68
0.32

0.95
0.05
0.00

0.69
0.26
0.05

0.64
0.26
0.10

0.98
0.01
0.00

0.56
0.37
0.07

0.64
0.25
0.11
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Table 7: Parameter Estimates for the 3-Class LC model of Partial Homogeneity (Model M2CR)

LC Probabilities
Whites
Blacks
Conditional
Probabilities
PURPOSE
Good
Depends
Waste
ACCURACY
Mostly True
Not True
UNDERSTANDING
Good
Fair, poor
COOPERATION
Interested
Cooperative
Impatient/ Hostile

3 Classes
2 Factos (marginal probabilities)
Class 1 Class 2 Class 3
Factor V
Factor W
Ideal Believers Skeptics Level 1 Level 2 Level 1 Level 2
0.68

0.15

0.17

0.81

0.19

0.85

0.16

0.51

0.30

0.19

0.79

0.21

0.70

0.31

0.89
0.06
0.05

0.90
0.06
0.04

0.16
0.21
0.63

0.90
0.06
0.05

0.20
0.21
0.59

0.76
0.09
0.15

0.78
0.07
0.15

0.60
0.40

0.64
0.36

0.01
0.99

0.63
0.37

0.02
0.98

0.50
0.50

0.55
0.45

0.94
0.06

0.32
0.68

0.74
0.26

0.79
0.21

0.76
0.24

0.92
0.08

0.26
0.74

0.95
0.05
0.00

0.57
0.35
0.08

0.65
0.25
0.10

0.86
0.12
0.02

0.66
0.24
0.10

0.90
0.09
0.01

0.50
0.38
0.12

Estimates from this model are given in Table 7.
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Assigned Reading: Sage H2:
3.4 Covariates

The parameters in the traditional LC model consist of unconditional and conditional
probabilities. The conditional probabilities comprise the measurement portion of the
model. They characterize the distribution among the observed variables (indicators)
conditional on the latent classes. The unconditional probabilities describe the distribution
of the latent variable(s). In order to obtain improved description/ prediction of the latent
variable(s), a multinomial logit model is used to express these probabilities as a function of
one or more exogenous variables Z called covariates (Dayton and McReady, 1988).
The multi-group model described in the previous section is an example of the use
of a single nominal covariate (Z = G). For example, the term  tgX |G appearing Equation (3)
can be expressed as:



X |G
tg



exp( tX   tgXG )
T

 exp(
t 1

X
t

  tgXG )

While the latent variable(s) explain all of the associations among the indicators,
associations between the covariates are not explained by the latent variables. This is what
distinguishes the indicators from the covariates.
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Assigned Reading: Sage J:
4.1 Simple Mixture Models

Figure 3: Simulated Distribution from a Mixture of Two Normals
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Consider the histogram depicted in Figure 3. This generated data set of 1,000 cases is
obtained from a population consisting of a mixture of two normal distributions. For 60
percent of the population, the variable of interest follows a normal distribution with a mean
of 0 and a variance of 1, N(0,1); for the other 40 percent, the mean equals 3 and the
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variance 4, N(3,4). The normal curve that is drawn through the histogram shows that the
resulting mixture is clearly not normally distributed.
A model that can be used to describe such a phenomenon is a finite mixture model
(Everitt and Hand, 1981; McLachlan and Peel, 2000), which is a particular kind of LC
model. The basic formula for a mixture of univariate distributions is

T

f ( y | )    tX f ( y |  t ) .

(4)

t 1

The left-hand side of Equation (4) indicates that we are interested in describing the
distribution of a random variable y, which depends on a set of unknown parameters  . The
right-hand side contains two terms:  tX is the probability of belonging to latent class or
mixture component t and f ( y |  t ) is the distribution of y within latent class t given some
unknown parameters  t . The class-specific distribution of y is assumed to belong to a
particular parametric family. Depending on the scale-type of y, this can, for instance, be a
normal, Poisson, binomial, exponential, or gamma distribution. The summation on the
right-hand side indicates that the distribution of y is a weighted mean of the class-specific
distributions, where the latent class proportions serve as weights.
Mixture models like these have two important types of applications. The first is
density estimation: complicated distributions can be approximated by a mixture of simple
parametric distributions. Another important application type is clustering, in which case
the class-specific parameters are used to define the clusters and the posterior membership
probabilities are used to classify cases into the most appropriate cluster.

Page 77 of 121

Table 9: Test Results for Generated Mixture of Normals Data
Model
Equal variances
1-Class
2-Class
3-Class
4-Class
Unequal Variances
2-Class
3-Class
4-Class

LogLikelihood

BICLL

Number of
Parameters

-2177.75
-2066.99
-2050.78
-2046.25

4369.31
4161.61
4143.00
4147.75

2
4
6
8

-2048.14
-2047.78
-2045.41

4130.81
4150.83
4166.80

5
8
11

Table 9 presents test results for various models fitted to the data depicted in Figure 3. We
estimated 1- to 4-class mixtures of normal distributions with equal and unequal within
cluster-variances. As can be seen, the BIC measure identifies the correct model, the twocluster model with unequal within-cluster variances, as best. The three-class model with
equal within-cluster variances fits almost as well as, showing that a simpler parametric
form can sometimes be compensated by a larger number of mixture components.
In the two-class model with unequal variances, the estimated probability of
belonging to class one is .64. This class has an estimated mean of -0.03 and a variance of
1.01. The mean and variance of the other class equals 3.24 and 3.95. Note that these
estimates are close to the population values we used to generate this data set.
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Table 10. Observed and Estimated Frequency Distribution of Packs of Hard-Candy Purchased
During Last 7 Days under the 1-Class and 3-Class Poisson Model

Number of
Packages
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Frequencies
Observed 1-Class Model 3-Class Model
102
8.43
101.67
54
33.63
54.63
49
67.11
50.03
62
89.28
53.89
44
89.09
47.25
25
71.11
34.14
26
47.30
22.00
15
26.97
14.37
15
13.46
11.02
10
5.97
10.18
10
2.38
10.17
10
0.86
9.97
10
0.29
9.20
3
0.09
7.90
3
0.03
6.32
5
0.01
4.72
5
0.00
3.30
4
0.00
2.18
1
0.00
1.36
2
0.00
0.80
1
0.00
0.45

Table 10 provides a data set taken from Dillon and Kumar (1994) that we will use as a
second example. It gives the observed frequency distribution of the number of packs of
hard-candy consumed by 456 respondents during the 7 days prior to the survey. Because
the outcome variable is a count without a fixed maximum, it is most natural to assume that
it follows a Poisson distribution. The table also reports the estimated frequency distribution
obtained with a standard, or 1-class, Poisson model, as well as with a 3-class mixture
Poisson model. As can be seen, the standard Poisson model does not fit the empirical
distribution at all, while the 3-class Poisson describes the data almost perfectly. This shows
that a mixture of simple parametric distributions can be used to describe a quite
complicated empirical distribution.
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Test results obtained when applying mixture Poisson models to the hard-candy data
set show that models with 2 and 3 mixture components perform much better than the
standard Poisson model. As is typical, there is a saturation point at which increasing the
number of classes no longer increases the log-likelihood function: in this case, it occurs at
4 classes. The 3-cluster solution is the one that is preferred according to the BIC criterion.
The estimated latent class proportions in the 3-class model are 0.54, 0.28, and
0.18, and the Poisson rates are 3.48, 0.29, and 11.21. This means that we identified a small
cluster of heavy users (more than 11 packs in 7 days), a cluster containing slightly more
than a quarter of the respondents with almost no usage, and a large group of moderate
users.
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Assigned Reading: Sage L:
4.3 LC Analysis as an Alternative to K-means Clustering

An important application of LC analysis is clustering (Banfield and Raftery, 1993;
McLachlan and Peel, 2000; Vermunt and Magidson, 2002). Actually, we already saw
several cluster-like applications. The traditional LC model was used to construct a
typology of survey respondents using a set of categorical indicators. We also showed that
simple mixture models like mixtures of normals or mixtures of Poisson distributions can be
used for clustering purposes.
In this section, we will concentrate on LC analysis as a tool for cluster analysis with
continuous indicators. These LC models can be seen as multivariate extensions of the
mixtures of univariate normals discussed above. Instead of assuming a univariate normal
distribution, we assume multivariate normal distributions within latent classes. The most
general form of the mixture model concerned assumes that each latent class has its own set
of means, variances, and covariances. More formally,

T

f ( y | )    tX f ( y | t , t ) .
t 1

Here,  t denotes the vector with class-specific means and  t the class-specific variancecovariance matrix. Note that, contrary to traditional LC modeling, it is not necessary to
assume local independence between the indicators.
The above LC cluster model is similar to the model used in discriminant analysis.
An important difference is, of course, that in cluster analysis group membership is
unobserved or latent, which is reason that LC cluster analysis is sometimes referred to as
latent discriminant analysis.
Page 81 of 121

Figure 5: Matrix Scatter Plot of Diabetes Data set for the Clinical Classification, the K-MeansLike 5-Cluster Solution, and the Final 3-Cluster Solution
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The first part of Figure 5 depicts a data set that we will use to illustrate the LC cluster
model for continuous variables. Three measures are available to diagnose diabetes:
Glucose, Insulin, and SSPG (steady-state plasma glucose) (see Fraley and Raftery, 1998).
In addition to these measures, we have information on the clinical diagnosis consisting of
the three categories "normal", "chemical diabetes", and "overt diabetes". However, in
practice, a gold standard is not available in cluster applications. Our objective here is to
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construct a mixture model that yields a classification that is close to the clinical diagnosis,
without use of the information on the clinical diagnosis. We use this data set to
demonstrate the flexibility of LC clustering compared to other clustering methods. The
gold standard makes it possible to judge whether the methods do what we want them to do.
LC cluster analysis is a model-based clustering procedure. As such it is a
probabilistic and more flexible alternative to K-means clustering. K-means clustering
performs well under very strict conditions; that is, if indicators are locally independent and
if error variances are cluster invariant and equal across indicators ( t   2I ). These implicit
assumptions of K-means imply that in a 3-dimensional scatter plot each cluster has the
form of a sphere with the same radius and in each 2-dimensional plot, each cluster will
have the form of a sphere with the same radius. The assumption of equal error variances
across indicators is the reason that in K-means clustering it is advised to standardize the
variables prior the analysis. While standardization often improves the situation, it does not
solve the problem because equating the variance in the total sample is not the same as
equating the within-group variances (Magidson and Vermunt, 2002).
Having a closer look at Figure 5, it can easily be seen that it is impossible to
describe the shape of the three diabetes clusters by a K-means model; that is, by 3 spheres
with the same radius. The within-cluster variances are very different across clusters and
across indicators. Moreover, the glucose and insulin indicators are strongly correlated
within the group with overt diabetes. Nevertheless, since the clusters are well separated, a
reliable cluster method should be able to yield a three-cluster solution that is similar to the
clinical classification.
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Table 14: Test Results for Diabetes Data
LogModel
Likelihood BICLL
Equal and diagonal
1-Cluster
-2750.13 5530.13
2-Cluster
-2559.88 5169.52
3-Cluster
-2464.78 4999.24
4-Cluster
-2424.46 4938.49
5-Cluster
-2392.56 4894.60
Unequal and diagonal
1-Cluster
-2750.13 5530.13
2-Cluster
-2446.12 4956.94
3-Cluster
-2366.92 4833.38
4-Cluster
-2335.38 4805.13
5-Cluster
-2323.13 4815.47
Unequal and full
1-Cluster
-2546.83 5138.46
2-Cluster
-2359.12 4812.80
3-Cluster
-2308.64 4761.61
4-Cluster
-2298.13 4790.34
5-Cluster
-2284.97 4813.79
Unequal and y1-y2 free
1-Cluster
-2560.40 5155.64
2-Cluster
-2380.27 4835.19
3-Cluster
-2320.57 4755.61
4-Cluster
-2303.14 4760.56
5-Cluster
-2295.05 4784.19

Number of
Parameters
6
10
14
18
22
6
13
20
27
34
9
19
29
39
49
7
15
23
31
39

The problems associated with K-means are confirmed by the test results reported in
Table 14. We estimated 1- to 5-cluster models, each with four different specifications of
the variance-covariance matrix: diagonal (=local independence) and equal across classes,
diagonal and unequal, glucose-insulin covariance and unequal, and all covariances and
unequal. It can be seen that when the specifications are too restrictive, one needs 5 and 4
clusters, respectively. Actually, with the first K-means-like specification, even more than 5
clusters are needed.
Although the BIC values indicate that the two additional local dependencies (y1-y3
and y2-y3) in the full model are not needed (compare the three-cluster solutions for the last
two specifications), the fit measures also show that both the model with the fully
unrestricted covariance matrix and the model with only the glucose-insulin covariance
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detect the correct three-cluster solution. This means that working with a model with
insufficient restrictions does not harm in this example, but this is not always the case.
The middle part of Figure 5 shows the five nearly spherical clusters identified
with the most restricted specification we used. Similar results would have been obtained
with K-means. The lower part of Figure 5 depicts the 3-cluster solution that turned out to
be the best according to the BIC criterion. It can be seen, that the 3 clusters identified by
this model are very similar to the clinical classification. Our 3-cluster solution is smoother
in the sense that some of the overlap between the clinical classes disappears, which is, of
course, what can be expected from a statistical model. The correspondence between the 3cluster and the clinical classification is 87%, which is only slightly lower than the 93%
correct classifications of a quadratic discriminant analysis (in which cluster membership is
treated as known).
The LC cluster model cannot only be applied with continuous indicators, but also
with indicators of other scale types and different combinations of scale types. Depending
on the scale type, one will specify the most appropriate within-cluster distribution for the
indicator concerned. This yields a general cluster model for mixed-mode data (Hunt and
Jorgensen, 1999; Vermunt and Magidson, 2002). Note that the traditional LC model is the
special case in which all indicators are categorical variables.
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Latent Class Cluster Models

The LC Cluster model implemented in Latent GOLD is a model with:
1. a single nominal latent variable x,
2. T response variables yit (indicators) that can be nominal, ordinal, continuous, and/or counts,
cov
3. R numeric or nominal covariates zir
affecting x,

4. direct relationships between indicators and/or direct effects of covariates on indicators.
Below we first describe the basic components of a LC Cluster model; that
is, the underlying probability structure and the form of the linear terms.
Then, we pay attention to the most important special cases of the Cluster
model: standard LC analysis and mixture-model clustering. First, we describe the standard LC model for nominal and ordinal categorical y variables
without covariates. Then, we show how covariates are included in the model.
Next, we indicate how the assumption of local independence is relaxed or,
in other words, how z–y and y–y relationships are included in a model. The
next two parts of this section deal with LC Cluster models for continuous
y variables and LC Cluster models for mixed-mode data, respectively. The
last section gives an overview of possible parameter restrictions.

3.1

Probability Structure and Linear Predictors

Assuming that the model of interest contains covariates, the following structure serves as the starting point of a LC Cluster analysis:7
f (yi |zcov
i )

=

K
X

P (x|zcov
i )

x=1
7

Without covariates, this simplies to f (yi ) =

T
Y

f (yit |x).

(5)

t=1

PK

x=1
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P (x)

QT

t=1

f (yit |x).

In other words, covariates affect the latent variable (the Clusters) but have
no direct effects on the indicators, and indicators are assumed to be mutually independent given cluster membership. The most general probability
structure that can be used, however, also allows the inclusion of direct effects
of covariates on indicators and associations/correlations between indicators
within Clusters. For the latter, we have to group the T indicators into H
sets as was already explained in Section 2, where the indicators belonging to
the same set may be correlated within classes. The most general LC Cluster
probability structure is
f (yi |zcov
i ) =

K
X

H
Y

P (x|zcov
i )

x=1

f (yih |x, zcov
i ),

(6)

h=1

where the exact form of each of the class-specific conditional distributions
f (yih |x, zcov
i ) depends on the scale types of the variables in subset h.
t
t
In Cluster models, one can make use of four linear predictors: ηx,z
, ηm|x,z
,
i
i
h
ηm|x,zi , and ηx|zi . For continuous and count indicators, we get
t
t
ηx,z
= β0t + βx0
+
i

R
X

cov
βrt · zir
,

r=1
t
where β0t is the intercept, βx0
the effect of the Clusters on yit , and βrt the
direct effect of covariate r on the indicator concerned. For identification,
t
either effect or dummy coding constraints have to be imposed on βx0
; that
PK
t
t
t
is, either x=1 βx0 = 0, β10 = 0, or βK0 = 0.
For nominal indicators, we use multinomial logit models having linear
predictors of the form

t
t
t
ηm|x,z
= βm0
+ βmx0
+
i

R
X

t
cov
βmr
· zir
,

r=1
t
t
t
with restrictions K
x=1 βmx0 = 0, βm10 = 0, or βmK0 = 0 for the latent variable
x, and a similar set of identification constraints for the dependent variable:
PMt
t
t
t
m=1 βmx0 = 0, β1x0 = 0, or βMt x0 = 0.
An ordinal response variable is modeled with an adjacent-category logit
model in which

P

t
t
t
t∗
ηm|x,z
= βm0
+ β·x0
· ym
+
t
i

R
X
r=1
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t∗
cov
β·rt · ym
· zir
.
t

t∗
Here, ym
is the score assigned to category mt of the tth indicator.
t
With categorical indicators and local dependencies, we get

(
h
ηm|x,z
=
i

t
t
βm
+ βm
+
t0
t x0

X

R
X

)
t
cov
βm
· zir
+
tr

t∈h,t0 ∈h,t<t0

r=1

t∈h

X

0

tt
βm
,
t mt0

0

tt
where the term βm
captures the association between indicators t and t0
t mt0
in set h. For ordinal indicators, we impose the appropriate constraints using
t∗
the category scores ym
.
t
The linear term in the multinomial logit model for the latent classes equals

ηx|zi = γx0 +

R
X

cov
γxr · zir
.

r=1

The intercept parameters γx0 and the slope parameters γxr are subjected to
P
the appropriate identifying constraints; that is, either K
x=1 γxr = 0, γ1r = 0,
or γKr = 0, for 0 ≤ r ≤ R.

3.2

The Standard LC Model for Categorical Indicators

The standard LC model as described by Goodman (1974a, 1974b), Haberman
(1979), and Lazarsfeld and Henry (1968) is a LC Cluster model containing
only categorical indicators.8 An example of a LC model with three categorical
indicators (T = 3) is
P (yi1 = m1 , yi2 = m2 , yi3 = m3 ) =

K
X

P (x)

x=1

3
Y

P (yit = mt |x).

(7)

t=1

where
3
Y

P (yit = mt |x) = P (yi1 = m1 |x) P (yi2 = m2 |x)P (yi3 = m3 |x)

t=1

As can be seen from this probability structure, the indicators yi1 , yi2 ,
and yi3 are assumed to be mutually independent given that one belongs to a
8

Textbooks and introductory papers on the standard LC model include Bartholomew
and Knott (1999), Clogg (1995), Dayton (1998), Dillon and Kumar (1994), Hagenaars
(1990, 1993), Hagenaars and McCutcheon (2002), Heinen (1996), Magidson and Vermunt
(2004), McCutcheon (1987), Shockey (1988), Vermunt (1997), and Vermunt and Magidson
(2004).
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certain latent class. This conditional independence constraint is sometimes
referred to as the local independence assumption. Note that – using the
terminology introduced above – each of the H sets consists of a single y
variable, or equivalently H = T .
The conditional (response) probabilities P (yit = m|x) are parameterized
as follows:
t
exp(ηm|x
)
P (yit = m|x) = PMt
,
t
m0 =1 exp(ηm0 |x )
with
t
t
t
ηm|x
= βm0
+ βmx0
.

If the corresponding indicator is a nominal variable, except for the identifying effect or dummy coding constraints, we do not need to impose further
t
restrictions on the βmx0
parameters. On the other hand, if yit is an ordinal indicator, the two-variable term appearing in the logistic form of P (yit = m|x)
t∗
is restricted using the category scores ym
; that is,
t
t
t∗
βmx0
= βx0
· ym
.

Such a restricted association term is sometimes referred to as a row- or
column-association model, depending on whether we see the latent variable
as the row or the column variable (Agresti, 2002; Goodman, 1979). As was
explained in the previous section, this yields an adjacent-category ordinal
logit model for response variable yit .

3.3

Covariates

An important extension of the standard LC model described above is obtained by the possibility of including covariates (Clogg, 1981; Dayton and
McReady, 1988; Hagenaars, 1990, 1993).9 Inclusion of covariates to predict class membership is straightforward within the general framework of the
model defined in equation (1).
Suppose we have a model with three categorical indicators and two cocov
cov
variates (zi1
and zi2
). The LC Cluster model for this situation is
cov
cov
P (yi1 = m1 , yi2 = m2 , yi3 = m3 |zi1
, zi2
) =

K
X

cov
cov
P (x|zi1
, zi2
)

x=1
9

Other references on this topic are Dayton (1998), McCutcheon (1988, 1994), Van der
Heijden, Dessens, and Böckenholt (1996), and Vermunt (1997).
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·

3
Y

P (yit = mt |x).

(8)

t=1

Note that compared to the model without covariates described in equation
cov
cov
(7), we replaced P (x) by P (x|zi1
, zi2
), which makes the distribution of x
cov
cov
dependent on zi1 and zi2 . It is important to be aware of the fact that we
are making an additional set of conditional independence assumptions: The
indicators are assumed to be independent of the covariates given the latent
variable x.
cov
cov
The probability P (x|zi1
, zi2
) is restricted by means of a multinomial
logistic regression model to exclude higher-order interaction terms, as well
as to be able to deal with numeric (ordinal, discrete interval, or continuous)
covariates. This yields
exp(ηx|zi1 ,zi2 )
cov
cov
,
P (x|zi1
, zi2
) = PK
x0 =1 exp(ηx0 |zi1 ,zi2 )

(9)

with
ηx|zi1 ,zi2 = γx0 + γx1 zi1 + γx2 zi2 .
As can be seen, the three-variable interaction is not included in the logit
model. To simplify the model, Latent GOLD always excludes higher-order
interactions between covariates from a model.10 As was explained before, for
nominal covariates, the program sets up the appropriate effects or dummies.
cov
cov
This means that zi1
and zi2
could also be the two effects or dummies
corresponding to a three-category nominal covariate.
We call this procedure for including covariates in a model the “active
covariates method”: Covariates are active in the sense that the LC Cluster
solution with covariates can be somewhat different from the solution without
covariates. An alternative method, labeled “inactive covariates method”, involves computing descriptive measures for the association between covariates
and the latent variable after estimating a model without covariates. More detail on the latter method is given in the subsection explaining the ProbMeans
output.
10
Note that higher-order interactions can be included in a model by adding the corresponding product terms to the data base and using these as additional covariates.
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some pairs of indicators are mutually independent within classes whereas
others are not. As was explained in Section 2, in such situations, we will
work with sets of y variables, where indicators belonging to different sets
are assumed to be locally independent and indicators belonging to the same
set may be correlated. As with categorical y variables, the default is the
local independence model described in equation (10). Users can include local
dependencies one by one, and the program subsequently sets up the correct
and most parsimonious probability structure.
An important issue in the specification of mixtures of normal distributions is whether to work with Cluster-dependent or Cluster-independent error
variances and covariances. So far, we assumed that the error variances and
covariances were Cluster dependent. However, when the number of y variables and/or number of latent classes is large, this may yield models that
2
have many parameters to be estimated. By replacing σt,x
by σt2 or Σx by
Σ in the above formulas, one obtains more parsimonious structures with
Cluster-independent variances and covariances. It is also possible to allow
only the variances to differ across Clusters, but assume that the covariances
are the same for all Clusters.
Finally, as in LC Cluster models for categorical variables, it is possible to
include covariates as predictors of class membership in mixtures of normals.
Covariates can not only influence class membership, but can also have direct
effects on the Cluster-specific means. The most general finite mixture of
multivariate normals with covariates is defined in equation (6), with Clusterspecific densities of the form described in equation (3).
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6.3

Prior Distributions

The different types of priors have in common that their user-defined parameters (Bayes Constants) denoted by α can be interpreted as adding α
observations – for instance, the program default of one – generated from a
conservative null model (as is described below) to the data. All priors are
defined in such a way that if the corresponding α’s are set equal to zero, log
p (ϑ) = 0, in which case we will obtain ML estimates. Below we present the
relevant log p (ϑ) terms without their normalizing constants.
Let the symbol Uh denote the number of unique covariate and predictor
patterns in the model for subset h, and uh a particular unique pattern. We
use h = 0 to refer to the model for the latent variable(s). In Regression
models there is only one subset; that is, h = 1 refers to the model for the
dependent variable. In Cluster and DFactor models, 1 ≤ h ≤ H, where H is
the number of locally independent subsets of indicators.
The Dirichlet prior for the latent class probabilities equals
h

i

log p πx|zuo =

α1
log πx|zuo .
K · U0

Here, K denotes the number of latent classes and α1 the Bayes Constant to be
specified by the user. As can be seen, the influence of the prior is equivalent
to adding αK1 cases to each latent class. These cases are distributed evenly
over the various covariate patterns. This prior makes the sizes of the latent
classes slightly more equal and the covariate effects somewhat smaller.
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For categorical response variables, we use the following Dirichlet prior:
h

i

log p πm|h,x,zuh =

πbm|h α2
log πm|h,x,zuh .
K · Uh

where the πbm|h are based on the observed marginal distributions of the response variables in set h. In the univariate case with a single variable in set
h, πbm|h is simply the observed marginal distribution πbm|h . In the multivariate case, πbm|h are estimated probabilities in the independence model; that
Q
is, πbm|h = t∈h πbmt |t . This Dirichlet prior can be interpreted as adding αK2
observations to each latent class with preservation of the observed marginal
item distributions, where α2 is a parameter to be specified by the user. The
α2
observations are distributed evenly over the observed covariate/predictor
K
patterns. This prior makes the class-specific response probabilities slightly
more similar to each other and smooths the β parameters somewhat towards
zero.
For binomial counts, we use the same Dirichlet prior as for categorical
variables:
h
i
πbh α2
log p πh,x,zuh =
log πh,x,zuh .
K · Uh
where πbh is the overall observed binomial probability.
For Poisson counts, we implemented a gamma prior. Let θbh be the overall
observed Poisson rate. The prior we use has the form
h

log p θh,x,zuh

i

"

#

θh,x,zuh α3
θh,x,zuh α3
α3
=
log
−
.
K
K · θbh
K · θbh

This prior can be interpreted as adding αK3 events to each latent class with
preservation of the overall Poisson rate θbh .
The inverse-Wishart priors24 for the error variance-covariance matrices
are of the form

α4
α4 
log p(Σh|x ) = −0.5 log Σh|x − 0.5 tr Ds2h Σ−1
h|x .
K
K
Here, Ds2h is a diagonal matrix containing the observed variances of the Kh
dependent variables belonging to set h. This prior can be interpreted as
24

Actually, our prior differs somewhat from a real inverse-Wishart distribution since we
omit the term − Kh2+1 log Σh|x , where Kh is the number of variables in set h. The reason
for doing this is that this term does not become zero if α4 = 0, which is something we
want to happen in order to be able to switch from PM to ML estimation.
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incrementing each latent class with αK4 observations which are at a distance of
one standard deviation of the class-specific mean and which have covariances
of zero. Here, α4 is the parameter to be specified by the user. This prior
slightly increases the class-specific error variances and slightly decreases the
class-specific covariances.
The influence of the priors on the final parameter estimates depends on
the values chosen for the α’s, as well as on the sample size. The default
settings are α1 = α2 = α3 = α4 = 1.0. This means that with moderate sample sizes the influence of the priors on the parameter estimates is negligible.
Setting α1 = α2 = α3 = α4 = 0 yields ML estimates.

6.4

Algorithms

To find the ML or PM estimates for the model parameters ϑ , Latent GOLD
uses both the EM and the Newton-Raphson algorithm. In practice, the
estimation process starts with a number of EM iterations. When close enough
to the final solution, the program switches to Newton-Raphson. This is a
way to exploit the advantages of both algorithms; that is, the stability of EM
even when it is far away from the optimum and the speed of Newton-Raphson
when it is close to the optimum.
The task to be performed for obtaining PM estimates for ϑ is finding the
parameter values for which
∂ log P
∂ log L ∂ log p(ϑ)
=
+
= 0.
∂ϑ
∂ϑ
∂ϑ

(13)

Here,
I
X
∂ log L
∂ log f (yi |zi , ϑ)
=
wi
∂ϑ
∂ϑ
i=1

=

I
X

wi

∂ log

PK

x=1

i=1

=

I X
K
X
i=1 x=1

wxi

P (x|zi , ϑ)f (yi |x, zi , ϑ)
∂ϑ

∂ log P (x|zi , ϑ)f (yi |x, zi , ϑ)
,
∂ϑ

(14)

P (x|zi , ϑ)f (yi |x, zi , ϑ)
.
f (yi |zi , ϑ)

(15)

where
wxi = wi P (x|zi , yi , ϑ) = wi
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The EM algorithm is a general method for dealing with ML estimation
with missing data (Dempster, Laird, and Rubin, 1977; McLachlan and Krishnan, 1997). This method exploits the fact that the first derivatives of the
incomplete data log-likelihood (log L) equal the first derivatives of the complete data log-likelihood (log Lc ). The complete data is the log-likelihood
that we would have if we knew to which latent class each case belongs:
c

log L

=
=

I X
K
X

wxi log P (x|zi , ϑ) f (yi |x, zi , ϑ)

i=1 x=1
I X
K
X

wxi
i=1 x=1
I X
K
X

+

log P (x|zi , ϑ)

wxi

i=1 x=1

H
X

(16)

log f (yih |x, zi , ϑ).

h=1

Each νth cycle of the EM algorithm consist of two steps. In the Expecν
tation (E) step, estimates wbxi
are obtained for wxi via equation (15) filling
ν−1
b
in ϑ
as parameter values. The Maximization (M) step involves finding
ν
b
new ϑ improving log Lc . Note that we actually use PM rather than ML
estimation, which means that in the M step we update the parameters in
such a way that
log P c = log Lc + log p(ϑ)
(17)
increases rather than (16). Sometimes closed-form solutions are available
in the M step. In other cases, standard iterative methods can be used to
improve the complete data log-posterior defined in equation (17). Latent
GOLD uses iterative proportional fitting (IPF) and unidimensional Newton
in the M step (see Vermunt 1997, Appendices).
Besides the EM algorithm, we also use a Newton-Raphson (NR) method.
25
In this general optimization algorithm, the parameters are updated as
follows:
bν = ϑ
b ν−1 − ε H−1 g.
ϑ
The gradient vector g contains the first-order derivatives of the log-posterior
b ν−1 , H is the Hessian matrix containing the
to all parameters evaluated at ϑ
second-order derivatives to all parameters, and ε is a scalar denoting the step
25

Haberman (1988) proposed estimating standard LC models by Newton Raphson.
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size. Element gk of g equals
gk =

I
X
i=1

wi

∂ log f (yi |zi , ϑ) ∂ log p(ϑ)
+
,
∂ϑk
∂ϑk

(18)

and element Hkk0 of H equals
Hkk0 =

I
X
i=1

wi

∂ 2 log f (yi |zi , ϑ) ∂ 2 log p(ϑ)
+
.
∂ϑk ∂ϑk0
∂ϑk ∂ϑk0

(19)

Latent GOLD computes these derivatives analytically. The step size ε (0 <
ε ≤ 1) is needed to prevent decreases of the log-posterior to occur. More
precisely, when a standard NR update −H−1 g yields a decrease of the loglikelihood, the step size is reduced untill this no longer occurs.
b yields the standard estiThe matrix −H−1 evaluated at the final ϑ
mate for the asymptotic variance-covariance matrix of the model parameters:
c−1 26 Latent GOLD also implements two alternative esb
Σ
standard (ϑ) = − H .
timates for Σ(ϑ). The first alternative is based on the outer-product of the
b −1
b
cases’ contributions to the gradient vectors; that is, Σ
outer (ϑ) = B , where
element Bkk0 of B is defined as
B

kk0

I
N X
∂ log f (yi |zi , ϑ) ∂ log f (yi |zi , ϑ)
=
wi
.
N − 1 i=1
∂ϑk
∂ϑk0

Note that B is the sample covariance matrix of the case-specific contributions
to the elements of the gradient vector.
The third estimator for Σ(ϑ) is the so-called robust, sandwich, or HuberWhite estimator, which is defined as
c−1 B
b H
c−1 .
b
Σ
robust (ϑ) = H
b
The advantage of Σ
outer (ϑ) compared to the other two is that is much faster
to compute because it uses only first derivatives. It may thus be an alternab
tive for Σ
standard (ϑ) in large models. The advantage of the robust method is
that contrary to the other two methods, it does not rely on the assumption
that the model is correct.
26

The matrix −H is usually referred to as the observed information matrix, which serves
as an approximation of the expected information matrix.
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b
Note that Σ(ϑ)
can be used to obtain the standard error for any function
b
b
h(ϑ) of ϑ by the delta method:
v
!0
u
b
u h(ϑ)
t
b
b
Σ(ϑ)
sce h(ϑ) =
b
∂ϑ




!

b
h(ϑ)
.
b
∂ϑ

(20)

Latent GOLD uses the delta method, for example, to obtain standard errors
of means, probabilities, and redundant parameters.
Inequality restrictions – needed for ordered Clusters, order-restricted predictor effects, and positive error variances and dispersion parameters – are
dealt with using an active-set variant of the Newton-Raphson method described above (Galindo, Vermunt, Croon, 2001; Gill, Murray, and Wright,
1981). For that purpose, the effects involved in the order constraints are
reparameterized so that they can be impose using simple nonnegativity constraints of the form ϑ ≥ 0. In an active-set method, the equality constraint
associated with an inequality constraint is activated if it is violated (here,
parameter is equated to 0 if it would otherwise become negative), and inactivated if its update yields an admissible value (here, a positive update).

6.5

Convergence

The exact algorithm implemented in Latent GOLD works as follows. The
program starts with EM until either the maximum number of EM iterations
(Iteration Limits EM ) or the EM convergence criterion (EM Tolerance) is
reached. Then, the program switches to NR iterations which stop when the
maximum number of NR iterations (Iteration Limits Newton-Raphson) or the
overall converge criterion (Tolerance) is reached. The convergence criterion
that is used is
npar
bν − ϑ
bν−1
X ϑ
p
p
,
bν−1
ϑ
p=1
p
which is the sum of the absolute relative changes in the parameters. The
program also stops iterating when the change in the log-posterior is negligible,
i.e., smaller than 10−12 .
The program reports the iteration process in the Iteration Detail output
file listing. Thus, it can easily be checked whether the maximum number of
iterations is reached without convergence. In addition, a warning is given if
one of the elements of the gradient is larger than 10−3 .
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It should be noted that sometimes it is more efficient to use only the
EM algorithm, which is accomplished by setting Iteration Limits NewtonRaphson = 0 in the Technical Tab. This is, for instance, the case in models
with many parameters. With very large models, one may also consider suppressing the computation of standard errors and Wald statistics.

6.6

Start Values

Latent GOLD generates random start values. These differ every time that
a model is estimated because the seed of the random number generator is
obtained from the system time, as long as the technical option Seed equals
0. The seed used by the program is reported in the output. A run can be
replicated by specifying the reported best start seed as Seed in the Technical
Tab and setting the number of Random Sets to zero.
Since the EM algorithm is extremely stable, the use of random starting
values is generally good enough to obtain a converged solution. However,
there is no guarantee that such a solution is also the global PM or ML
solution. A well-known problem in LC analysis is the occurrence of local
maxima, which also fulfill the conditions defined by likelihood equations given
in (13).
The best way to prevent ending up with a local solution is the use of
multiple sets of starting values since different sets of starting values may
yield solutions with different log-posterior values. In Latent GOLD, the use
of such multiple sets of random starting values is automated. The user can
specify how many sets of starting values the program should use by changing
the Random Sets option in the Technical Tab. Another relevant parameter
is Iterations specifying the number of iterations to be performed per start
set. More precisely, within each of the random sets, Latent GOLD performs
the specified number of EM iterations. Subsequently, within the best 10
percent in terms of log-posterior, the program performs an extra 2 times
Iterations EM iterations. Finally, it continues with the best solution until
convergence. It should be noted that such a procedure increases considerably
the probability of finding the global PM or ML solution, especially if both
parameters are set large enough, but in general does not guarantee that it
will be found in a single run.
When a model contains two or more latent classes or one or more DFactors, the starting values procedure will generate the specified number of starting sets and perform the specified number of iterations per set. In one-class
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models in which local maxima may occur – for example, in models with
continuous factors (see Advanced option) – both the specified number of
starting sets and iterations per set are reduced by a factor of three. In oneclass models in which local maxima cannot occur, the number of starting
sets is automatically equated to 1.
With the option Tolerance, one can specify the EM convergence criterion
to be used within the random start values procedure. Thus, start values
iterations stop if either this tolerance or the maximum number of iterations
is reached.
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6.8

Identification Issues

Sometimes LC models are not identified; that is, it may not be possible to
obtain unique estimates for some parameters. Non-identification implies that
different parameter estimates yield the same log-posterior or log-likelihood
value. When a model is not identified, the observed information matrix,
−H, is not full rank, which is reported by the program. Another method to
check whether a model is identified is to run the model again with different
starting values. Certain model parameters are not identified if two sets of
starting values yield the same log P or log L values with different parameter
estimates.
With respect to possible non-identification, it should be noted that the use
of priors may make models identified that would otherwise not be identified.
In such situations, the prior information is just enough to uniquely determine
the parameter values.
A related problem is “weak identification”, which means that even though
the parameters are uniquely determined, sometimes the data is not informative enough to obtain stable parameter estimates. Weak identification can
be detected from the occurrence of large asymptotic standard errors. Local
solutions may also result from weak identification.
Other “identification issues” are related to the order of the latent classes
of the latent variables and the uniqueness of parameters for nominal variables. For unrestricted LC Cluster and LC Regression models, the Clusters
(Classes) are reordered according to their sizes: the first Cluster (Class) is
always the largest Cluster (Class). For unrestricted DFactor models, the ordering of the DFactors is determined by the classification R-squared (largest
first), and the order of the levels of each DFactor is such that the first level
is larger than the last level. Parameters (γ’s and β’s) involving nominal
variables are identified by using either effect or dummy coding, which means
that parameters sum to zero over the relevant indices or that parameters
corresponding to the first or last category are fixed to zero. Note that the
Parameters output also contains the redundant γ and β parameters, and in
the case of effect coding also their standard errors.
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3.5

Finite Mixture Models for Continuous Response
Variables

The Cluster Module can not only be used to specify cluster-type models for
categorical indicators, but also to estimate models with continuous indicators
(Vermunt and Magidson, 2002). The basic structure of a LC Cluster model
for continuous y variables is:11
f (yi ) =

K
X

P (x) f (yi |x),

x=1

where different variants can be obtained by means of the specification of
f (yi |x). The least restrictive model is obtained by assuming that the y’s
come from class-specific multivariate normal distributions
1
f (yi |x) = (2π)−Km /2 |Σx |−1/2 exp − (yi − µx )0 Σ−1
x (yi − µx )
2




This model is also known as an unrestricted FM of multivariate normals
(Banfield and Raftery, 1993; McLachlan and Basford, 1988; McLachlan and
Peel, 2000; Wolfe, 1970). As can be seen, each latent class (or mixture
component) has its own set of means µx and its own variance-covariance
matrix Σx .
Specification of more restricted models for continuous y variables typically
involves fixing some off-diagonal elements of the covariance matrix to zero.
The most restrictive model assumes that all covariances equal zero, which
is equivalent to the local independence assumption. This model can also be
written as
f (yi ) =

K
X

x=1

with
1

f (yit |x) = q
2
2πσt,x

P (x)

T
Y

f (yit |x),

(10)

t=1

1 (yit − µt,x )2
exp −
.
2
2
σt,x
(

)

Note that the probability structure in equation (10) is similar to the one of
the standard LC model for categorical variables described in equation (7).
Intermediate models are be obtained by setting some but not all offdiagonal elements of the Σx matrices to zero, yielding specifications in which
11

Note that we dropped the index h because all variables belong to the same set (H = 1).
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some pairs of indicators are mutually independent within classes whereas
others are not. As was explained in Section 2, in such situations, we will
work with sets of y variables, where indicators belonging to different sets
are assumed to be locally independent and indicators belonging to the same
set may be correlated. As with categorical y variables, the default is the
local independence model described in equation (10). Users can include local
dependencies one by one, and the program subsequently sets up the correct
and most parsimonious probability structure.
An important issue in the specification of mixtures of normal distributions is whether to work with Cluster-dependent or Cluster-independent error
variances and covariances. So far, we assumed that the error variances and
covariances were Cluster dependent. However, when the number of y variables and/or number of latent classes is large, this may yield models that
2
have many parameters to be estimated. By replacing σt,x
by σt2 or Σx by
Σ in the above formulas, one obtains more parsimonious structures with
Cluster-independent variances and covariances. It is also possible to allow
only the variances to differ across Clusters, but assume that the covariances
are the same for all Clusters.
Finally, as in LC Cluster models for categorical variables, it is possible to
include covariates as predictors of class membership in mixtures of normals.
Covariates can not only influence class membership, but can also have direct
effects on the Cluster-specific means. The most general finite mixture of
multivariate normals with covariates is defined in equation (6), with Clusterspecific densities of the form described in equation (3).
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3.6

LC Cluster Models for Mixed Mode Data

The most general LC Cluster model is the model for mixed mode data
(Everitt, 1988; Hunt and Jorgensen, 1999; Lawrence and Krzanowski, 1996;
Moustaki, 1996; Vermunt and Magidson, 2002). This model is used when
one has y variables of different scale types. The structure that serves as the
starting point is again the local independence structure that we also used
for categorical and continuous variables (see equation 5). For each indicator,
the user has to specify whether it is nominal, ordinal, continuous, or a count.
As in the above models for categorical and continuous indicators, it is possible to include covariates in LC Cluster models for mixed mode data. These
covariates can also have direct effects on the various types of indicators.
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3.4

Local Dependencies

As mentioned above, the local independence assumption is the basic assumption of the standard LC model. Lack of fit of a LC model is caused by violation of this assumption. The usual way to proceed is to increase the number
of classes until a model with an acceptable fit is obtained. An alternative
model fitting strategy that we would like to propagate is to relax the local
independence assumption by allowing for associations between indicators, as
well as direct effects of covariates on the indicators (Hagenaars, 1988; Vermunt, 1997). Latent GOLD calculates bivariate z–y and y–y residuals which
can be used to detect which pairs of observed variables are more strongly
related than can be explained by the formulated model.
As in the previous subsection, we will use an example of a LC model with
three indicators and two covariates. Suppose that we would like to relax two
local independence assumptions by assuming that yi1 and yi2 are directly
related and that yi3 is affected by zi2 . This would modify the right-hand side
of equation (8) as follows:
K
X

cov
cov
cov
P (x|zi1
, zi2
)P (yi1 = m1 , yi2 = m2 |x)P (yi3 = m3 |x, zi2
).

x=1

The dependent variables yi1 and yi2 now serve as a joint dependent variable
cov
cov
cov
and yi3 is allowed to depend on zi2
. The logit model for P (x|zi1
, zi2
) is the
same as above. The linear term in the logit model for P (yi1 = m1 , yi2 = m2 |x)
equals
12
1
1
2
2
12
ηm
= βm
+ βm
+ βm
+ βm
+ βm
,
1 m2 |x
10
1 x0
20
2 x0
1 m2
cov
and, the term for P (yi3 = m3 |x, zi2
) equals
3
3
3
3
ηm
= βm
+ βm
+ βm
z cov .
3 |x,zi2
30
3 x0
3 2 i2

These linear terms are used again to exclude higher-order interactions from
the model, as well as to use the information on the scale type of the variables.
Latent Gold starts by setting up a probability structure corresponding
to a local independence model, such as the ones described in equations (7)
and (8). When users include local dependencies using information on bivariate residuals, the program automatically sets up the correct and most
parsimonious probability structure for the situation concerned.
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LATENT CLASS CLUSTER ANALYSIS
Jeroen K. Vermunt
Tilburg University
Jay Magidson
Statistical Innovations Inc.

INTRODUCTION
Kaufman and Rousseeuw (1990) define cluster analysis as the classification of similar objects
into groups, where the number of groups, as well as their forms are unknown. The “form of a
group” refers to the parameters of cluster; that is, to its cluster-specific means, variances, and
covariances that also have a geometrical interpretation. A similar definition is given by Everitt
(1993) who speaks about deriving a useful division into a number of classes, where both the
number of classes and the properties of the classes are to be determined. These could also be
definitions of exploratory LC analysis, in which objects are assumed to belong to one of a set
of K latent classes, with the number of classes and their sizes not known a priori. In addition,
objects belonging to the same class are similar with respect to the observed variables in the
sense that their observed scores are assumed to come from the same probability distributions,
whose parameters are, however, unknown quantities to be estimated. Because of the similarity
between cluster and exploratory LC analysis, it is not surprising that the latter method is
becoming a more and more popular clustering tool.
In this paper, we want to describe the state-of-art in the field of LC cluster analysis. Most of
the work in this field involves continuous indicators assuming (restricted) multivariate normal
distributions within classes. Although authors seldom refer to the work of Gibson (1959) and
Lazarsfeld and Henry (1968), actually they are using what these authors called latent profile
analysis: that is, latent structure models with a single categorical latent variable and a set of
continuous indicators. Wolfe (1970) was the first one who made an explicit connection between
LC and cluster analysis.
The last decade there was a renewed interest in the application of LC analysis as a cluster
analysis method. Labels that are used to describe such a use of LC analysis are: mixture
likelihood approach to clustering (McLachlan and Basford 1988; Everitt 1993), model-based
clustering (Banfield and Raftery 1993; Bensmail et. al. 1997; Fraley and Raftery 1998a,
1998b), mixture-model clustering (Jorgensen and Hunt 1996; McLachlan et al. 1999), Bayesian
classification (Cheeseman and Stutz 1995), unsupervised learning (McLachlan and Peel 1996),
and latent class cluster analysis (Vermunt and Magidson 2000). Probably the most important
reason of the increased popularity of LC analysis as a statistical tool for cluster analysis is
the fact that nowadays high-speed computers make these computationally intensive methods
practically applicable. Several software packages are available for the estimation of LC cluster
models.
An important difference between standard cluster analysis techniques and LC clustering is
that the latter is a model-based clustering approach. This means that a statistical model is
postulated for the population from which the sample under study is coming. More precisely,
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it is assumed that the data is generated by a mixture of underlying probability distributions.
When using the maximum likelihood method for parameter estimation, the clustering problem involves maximizing a log-likelihood function. This is similar to standard non-hierarchical
cluster techniques in which the allocation of objects to clusters should be optimal according
some criterion. These criteria typically involve minimizing the within-cluster variation and/or
maximizing the between-cluster variation. An advantage of using a statistical model is, however, that the choice of the cluster criterion is less arbitrary. Nevertheless, the log-likelihood
functions corresponding to LC cluster models may be similar to the criteria used by certain
non-hierarchical cluster techniques like k-means.
LC clustering is very flexible in the sense that both simple and complicated distributional
forms can be used for the observed variables within clusters. As in any statistical model,
restrictions can be imposed on the parameters to obtain more parsimony and formal tests can
be used to check their validity. Another advantage of the model-based clustering approach is
that no decisions have to be made about the scaling of the observed variables: for instance,
when working with normal distributions with unknown variances, the results will be the same
irrespective of whether the variables are normalized or not. This is very different from standard
non-hierarchical cluster methods, where scaling is always an issue. Other advantages are that
it is relatively easy to deal with variables of mixed measurement levels (different scale types)
and that there are more formal criteria to make decisions about the number of clusters and
other model features.
LC analysis yields a probabilistic clustering approach. This means that although each
object is assumed to belong to one class or cluster, it is taken into account that there is uncertainty about an object’s class membership. This makes LC clustering conceptually similar
to fuzzy clustering techniques. An important difference between these two approaches is, however, that in fuzzy clustering an object’s grades of membership are the “parameters” to be
estimated (Kaufman and Rousseeuw 1990) while in LC clustering an individual’s posterior
class-membership probabilities are computed from the estimated model parameters and his
observed scores. This makes it possible to classify other objects belonging to the population
from which the sample is taken, which is not possible with standard fuzzy cluster techniques.
The remainder of this paper is organized as follows. The next section discusses the LC cluster
model for continuous variables. Subsequently, attention is paid to models for sets of indicators
of different measurement levels, also known as mixed-mode data. Then we explain how to
include covariates in a LC cluster model. After discussing estimation and testing, two empirical
examples are presented. The paper ends with a short discussion. An appendix describes
computer programs that implement the various kinds of LC clustering methods presented in
this paper.
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COVARIATES
The LC cluster modeling approach described above is quite general: It deals with mixed-mode
data and it allows for many different specification of the (correlated) error structure. An
important extension of this model is the inclusion of covariates to predict class membership.
Conceptually, it makes very much sense to distinguish (endogenous) variables that serve as
indicators of the latent variable from (exogenous) variables that are used to predict to which
cluster an object belongs. This idea is, in fact, the same as in Clogg’s (1981) LCM with external
variables.
Note that in certain situations we may want to use the latent cluster variable as a predictor
of an observed response variable rather than as a dependent variable. For such situations, we
do not need special arrangements like the ones needed with covariates. A model in which the
cluster variable serves as predictor can be obtained by using the response variable as one of the
y variables.
Using the same basic structure as in equation (2), this yields the following LC cluster model:
f (yi |zi , θ) =

K
X

πk|zi

J
Y

fk (yij |θjk ) .

j=1

k=1

Here, zi denotes object i’s covariate values. Alternative terms for the z’s are concomitant
variables, grouping variables, external variables, exogenous variables, and inputs. To reduce
the number of parameters, the probability of belonging to class k given covariate values zi , πk|zi ,
will generally be restricted by a multinomial logit model; that is, a logit model with “linear
effects” and no higher order interactions.
An even more general specification is obtained by allowing covariates to have direct effects
on the indicators, which yields
f (yi |zi , θ) =

K
X

k=1

πk|zi

J
Y

fk (yij |zi , θjk ) .

j=1

The conditional mean of the y variables can now be directly related to the covariates. This
makes it possible to relax the implicit assumption in the previous specification that the influence
of the z’s on the y’s goes completely via the latent variable. For an example, see Vermunt and
Magidson (2000: 155).
The possibility to have direct effects of z’s on y’s can also be used to specify direct effects
between indicators of different scale types by means of a simple trick: one of the two variables
involved should be used both as covariate (not influencing class membership) and as indicator.
We will use this trick below in our second example.
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ESTIMATION
The two main methods to estimate the parameters of the various types of LC cluster models are
maximum likelihood (ML) and maximum posterior (MAP). Wallace and Dowe (forthcoming)
proposed a minimum message length (MML) estimator, which in most situations is similar of
MAP. The log-likelihood function required in ML and MAP approaches can be derived from the
probability density function defining the model. Bayesian MAP estimation involves maximizing
the log-posterior distribution, which is the sum of the log-likelihood function and the logs of
the priors for the parameters.
Although generally there is not much difference between ML and MAP estimates, an important advantage of the latter method is that it prevents the occurrence of boundary or terminal
solutions: probabilities and variances cannot become zero. With a very small amount of prior
information, the parameter estimates are forced to stay within the interior of the parameter
space. Typical priors are Dirichlet priors for multinomial probabilities and inverted-Wishart
priors for the variance-covariance matrices in multivariate normal models. For more details on
these priors see Vermunt and Magidson (2000: 164-165)
Most software packages, use the EM algorithm or some modification of it to find the ML or
MAP estimates. In our opinion, the ideal algorithm is starting with a number of EM iterations
and when close enough to the final solution, switching to Newton-Raphson. This is a way to
combine the advantages of both algorithms, that is, the stability of EM even when far away
from the optimum and the speed of Newton-Raphson when close to the optimum.
A well-known problem in LC analysis is the occurrence of local solutions. The best way to
prevent ending with a local solution is to use multiple sets of starting values. Some computer
programs for LC clustering have automated the search for good starting values using several
sets of random starting values, as well as solutions obtained with other cluster methods.
In the application of LC analysis to clustering, we are not only interested in the estimation
of the model parameters. Another important “estimation” problem is classification of objects
into clusters. This can be based on the posterior class membership probabilities
πk|yi ,zi ,

πk|z j fk (yij |zi , θjk )
.
=P i Q
k πk|zi
j fk (yij |zi , θjk )
Q

(3)

The standard classification method is modal allocation, which amounts to assigning each object
to the class with the highest posterior probability.
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CONTINUOUS INDICATOR VARIABLES
The basic LC cluster model has the form
f (yi |θ) =

K
X

πk fk (yi |θk ) .

k=1

Here, yi denotes an object’s scores on a set of observed variables, K is the number of clusters,
and πk denotes the prior probability of belonging to latent class or cluster k or, equivalently,
the size of cluster k. Alternative labels for the y’s are indicators, dependent variables, outcome
variables, outputs, endogenous variables, or items. As can be seen, the distribution of yi
given the model parameters θ, f (yi |θ), is assumed to be a mixture of classes-specific densities,
fk (yi |θk ).
Most of the work on LC cluster analysis has been done for continuous variables. Generally,
these continuous variables are assumed to be normally distributed within latent classes, possibly
after applying an appropriate non-linear transformation (Lazarsfeld and Henry 1968; Basfield
and Raftery 1993; McLachlan 1988; McLachlan et. al. 1999; Cheeseman and Stutz 1995).
Alternatives for the normal distribution are student, Gompertz, or gamma distributions (see,
for instance, McLachlan et. al. 1999).
The most general Gaussian distribution of which all restricted versions discussed below
are special cases is the multivariate normal model with parameters µk and Σk . If no further
restrictions are imposed, the LC clustering problem involves estimating a separate set of means,
variances, and covariances for each latent class. In most applications, the main objective is
finding classes that differ with respect to their means or locations. The fact that the model
allows classes to have different variances implies that classes may also differ with respect to the
homogeneity of the responses to the observed variables. In standard LC models with categorical
variables, it is generally assumed that the observed variables are mutually independent within
clusters. This is, however, not necessary here. The fact that each class has its own set of
covariances means that the y variables may be correlated with clusters, as well as that these
correlations may be cluster specific. So, the clusters do not only differ with respect to their
means and variances, but also with respect to the correlations between the observed variables.
It will be clear that as the number of indicators and/or the number of latent classes increases, the number of parameters to be estimated increases rapidly, especially the number of
free parameters in the variance-covariance matrices, Σk . Therefore, it is not surprising that
restrictions which are imposed to obtain more parsimony and stability typically involve constraining the class-specific variance-covariance matrices.
An important constraint model is the local independence model obtained by assuming that
all within-cluster covariances are equal to zero or, equivalently, by assuming that the variancecovariance matrices, Σk , are diagonal matrices. Models that are less restrictive than the local
independence model can be obtained by fixing some but not all covariances to zero or, equivalently, by assuming certain pairs of y’s to be mutually dependent within latent classes.
Another interesting type of constraint is the equality or homogeneity of variance-covariance
matrices across latent classes, i.e., Σk = Σ. Such a homogeneous or class-independent error
structure yields clusters having the same forms but different locations. Note that these kinds
of equality constraints can be applied in combination with any structure for Σ.
Banfield and Raftery (1993) proposed reparameterizing the class-specific variance-covariance
matrices by an eigenvalue decomposition:
Σk = λk Dk Ak DkT .
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The parameter λk is a scalar, Dk is a matrix with eigenvectors, and Ak is a diagonal matrix
whose elements are proportional to the eigenvalues of Σk . More precisely, λk = |Σk |1/d , where
d is the number of observed variables, and Ak is scaled such that |Ak | = 1.
A nice feature of the above decomposition is that each of the three sets of parameters has
a geometrical interpretation: λk indicates what can be called the volume of cluster k, Dk its
orientation, and Ak its shape. If we think of a cluster as a clutter of points in a multidimensional
space, the volume is the size of the clutter, while the orientation and shape parameters indicate
whether the clutter is spherical or ellipsoidal. Thus, restrictions imposed on these matrices can
directly be interpreted in terms of the geometrical form of the clusters. Typically, matrices are
assumed to be class-independent and/or simpler structures (diagonal or identity) are used for
certain matrices. See Bensmail et al. (1997) and Fraley and Raftery (1998b) for overviews of
the many possible specifications.
Rather than by a restricted eigenvalue decomposition, the structure of the Σk matrices can
also be simplified by means of a covariance-structure model. Several authors have proposed
using latent class models for dealing with unobserved heterogeneity in covariance-structure
analysis (Arminger and Stein 1997; Dolan and Van der Maas 1997; Jedidi et. al. 1997). The
same methodology can be used to restrict the error structure in LC cluster analysis with continuous indicators. An interesting structure for Σk , that is related to the eigenvalue decomposition
described above, is a factor analytic model (Yung 1997; McLachlan and Peel 1998); that is,
Σk = Λk Φk Λk + Uk .

(1)

Here, Λk is a matrix with factor loadings, Φk is the variance-covariance matrix of the factors,
and Uk is a diagonal matrix with unique variances. Restricted versions can be obtained by
limiting the number of factors (for instance, to one) and/or fixing some factor loading to zero.
Such specifications make it possible to describe the correlations between the y variables within
clusters or, equivalently, the structure of local dependencies, by means of a small number of
parameters.
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MIXED INDICATOR VARIABLES
In the previous section, we concentrated on LC cluster models for continuous indicators assuming a (restricted) multivariate normal distribution for yi within each of the classes. Often
we are, however, confronted with other types of indicators, like nominal or ordinal variables or
counts. LC cluster models for nominal and ordinal variables assuming (restricted) multinomial
distributions for the items are equivalent to standard exploratory LC models (Goodman 1974;
Clogg 1981, 1995). Böckenholt (1993) and Wedel et. al. (1993) proposed LC models for Poisson
counts.
Using the general structure of the LC model, it is straightforward to specify cluster models
for sets of indicators of different scale types or, as Everitt (1988, 1993) called it, for mixed-mode
data (see also Lawrence and Krzanowski 1996; Jorgensen and Hunt 1996; and Vermunt and
Magidson 2000: 147-152). Assuming local independence, the LC cluster model for mixed y’s is
of the form
f (yi |θ) =

K
X

k=1

πk

J
Y

fk (yij |θjk ) ,

(2)

j=1

where J denotes the total number of indicators and j a particular indicator.
Rather than specifying the joint distribution of yi given class membership using a single
multivariate distribution, we now have to specify the appropriate univariate distribution function for each element yij of yi . Possible choices for continuous yij are univariate normal, student,
gamma, and log-normal distributions. A natural choice for discrete nominal or ordinal variables
is the (restricted) multinomial distribution. Suitable distributions for counts are, for instance,
Poisson, binomial, or negative binomial.
In the above specification, we assumed that the y’s are conditional independent within
latent classes. This assumption can easily be relaxed by using the appropriate multivariate
rather than univariate distributions for sets of locally dependent y variables. It is not necessary
to present a separate formula for this situation. We can just think of the index j in equation
(2) to denote a set of indicators rather than a single indicator. For sets of continuous variables,
we can again work with a multivariate normal distribution. A set of nominal/ordinal variables
can combined into a (restricted) joint multinomial distribution. Correlated counts could be
modeled with a multivariate Poisson model. More difficult is the specification of the mixed
multivariate distributions. Krzanowski (1983) described two possible ways of modeling the
relationship between a nominal/ordinal and a continuous y: via a conditional Gaussian or via
a conditional multinomial distribution, which means either using the categorical variable as a
covariate in the normal model or the continuous one as a covariate in the multinomial model.
Lawrence and Krzanowski (1996) and Hunt and Jorgensen (1999) used the conditional Gaussian
distribution in LC clustering with combinations of categorical and continuous variables. Local
dependencies with a Poisson variable could be dealt with in the same way, i.e., by allowing its
mean to dependent on the relevant continuous or categorical variable(s).
The possibility to include local dependencies between indicators is very important when
using LC analysis as a clustering tool. First, it prevents that one ends with a solution that
contains too many clusters. Often, a simpler solution with less clusters is obtained by including
a few direct effects between y variables. It should be stressed that there is also a risk of allowing
for within-cluster associations: direct effects may hide relevant clusters.
The possibility to include local dependencies between indicators is very important when
using LC analysis as a clustering tool. First, it prevents that one ends with a solution that
contains too many clusters. Often, a simpler solution with less clusters is obtained by including
a few direct effects between y variables. It should be stressed that there is also a risk of allowing
for within-cluster associations: direct effects may hide relevant clusters.
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A second reason for relaxing the local independence assumption is that it may yield a
better classification of objects into clusters. Saying that two variables are locally dependent is
conceptually the same as saying that they contain some overlapping information that should
not be used when determining to which class an object belongs. Consequently, if we omit a
significant bivariate dependency from a LC cluster model, the corresponding locally dependent
indicators get a too high weight in the classification formula (see equation (3)) compared to
the other indicators.

MODEL SELECTION
The model selection issue is one of the main research topics in LC clustering. Actually, there
are two issues: the first one concerns the decision about the number of clusters, the second one
concerns the form of the model given the number of clusters. For an overview on this topic see
Celeux et. al. (1997).
Assumptions with respect to the forms of the clusters given their number can be tested using
standard likelihood-ratio tests between nested models, for instance, between a model with an
unrestricted covariance matrix and a model with a restricted covariance matrix. Wald tests and
Lagrange multiplier tests can be used to assess the significance of certain included or excluded
terms, respectively. It is well-known that these kinds of chi-squared tests cannot be used to
determine the number of clusters.
The most popular set of model selection tools in LC cluster analysis are information criteria
like AIC, BIC, and CAIC (Fraley and Raftery 1998b). The most recent development is the
use of computationally intensive techniques like parametric bootstrapping (McLachlan, et. al.
1999) and Markov Chain Monte Carlo methods (Bensmail et. al. 1997) to determine the
number of clusters and their forms. Cheeseman and Stutz (1995) proposed a fully automated
model selection method using approximate Bayes factors (different from BIC).
Another set of methods for evaluating LC cluster models is based on the uncertainty of
classification or, equivalently, the separation of the clusters. Besides the estimated total number of misclassifications, Goodman-Kruskal lambda, Goodman-Kruskal tau, or entropy based
measures can be used to indicate how well the indicators predict class membership. Celeux
et. al. (1997) described various indices that combine information on model fit and information
on classification errors; two of them are the classification likelihood (C) and the approximate
weight of evidence (AWE).
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TWO EMPIRICAL EXAMPLES
Below LC cluster modeling is illustrated by means of two empirical examples. The analyses are
performed with the LCA program Latent GOLD (Vermunt and Magidson, 2000), which implements both ML and MAP estimation with Dirichlet and inverted-Wishart priors for multinomial
probabilities and error variance-covariance matrices, respectively. A feature of the program that
was extensively used in the analyses described below is the possibility to add local dependencies
using information on bivariate residuals. Model selection was based on BIC, where it should
be noted that the BIC we use is computed using the log-likelihood value and the number of
parameters rather than using the L2 value and the number of degrees of freedom.

Assigned Reading: Cambridge: K
Diabetes data
The first empirical example concerns a three-dimensional data set involving 145 observations
used for diabetes diagnosis (Reaven and Miller 1979). The three continuous variables are labeled
glucose (y1 ), insuline (y2 ), and sspg (y3 ). The data set also contains information on the clinical
classification in three groups (normal, chemical diabetes, and overt diabetes), which makes it
possible to compare the clinical classification with the classification obtained from the cluster
model. The substantive question of interest is whether the three indirect diagnostic measures
yield a reliable diagnosis; that is, whether they yield a classification that is close to the clinical
classification.
This data set comes with the MCLUST program and is also used by Fraley and Raftery
(1998a, 1998b) to illustrate their model-based cluster analysis based on the eigenvalue decomposition described in equation (1). The final model they selected on the basis of the BIC
criterion was the unrestricted three-class model, which means that none of the restrictions that
can be specified with their approach holds for this data set.
We used six different specifications for the variance-covariance matrices: class-dependent
and class-independent unrestricted, class-dependent and class-independent diagonal, as well as
class-dependent and class-independent with only the y1 -y2 error covariance free. With unrestricted we that all covariances are free and with diagonal that all covariances are assumed to
be zero. The models with only the y1 -y2 error covariance free were used because the bivariate
residuals of both diagonal models indicated that there was only a local dependency between
these two variables. Moreover, the results from the unrestricted models indicated that the y1 -y3
and y2 -y3 covariances did not differ significantly from zero.
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Table 1: BIC values for diabetes example

Model
1. Class-dependent unrestricted Σk
2. Class-independent unrestricted Σk
3. Class-dependent diagonal Σk
4. Class-independent diagonal Σk
5. Class-dependent Σk with only σ12k free
6. Class-independent Σk with only σ12k free

1
5138
5138
5530
5530
5156
5156

Number of clusters
2
3
4
4813 4762 4790
5014 4923 4869
4957 4833 4805
5170 4999 4938
4835 4756 4761
5008 4920 4862

5
4814
4858
4815
4895
4784
4859

Table 1 reports the BIC values for the estimated one to five class models. The 3-class model
that only includes the error covariance between y1 and y2 and with class-dependent variances
and covariances has the lowest BIC value. Its BIC value is slightly lower than of the classdependent unrestricted three-class model, Fraley and Raftery’s final model for this data set.
The BIC values in table 1 show clearly that models with too restrictive error structures for
a particular data set overestimate the number of clusters. Here, this applies to the models
with class-independent error variances and the class-dependent diagonal model. Therefore, it
is important to be able to work with different types of error structures. Note that the most
restrictive model that we used – the model with class-independent diagonal error structure
– can be seen as a probabilistic variant of k-means cluster analysis (McLachlan and Basford
1988).

Table 2: Parameter estimates for diabetes example
Cluster
1= Normal
2 = Chemical
3 = Overt
Parameter Estimate
S.E. Estimate
S.E. estimate
S.E.
πk
0.27
0.05
0.54
0.05
0.19
0.03
µ1k
104.00
2.85
91.23
1.06
234.76
14.87
µ2k
495.06
22.74
359.22
6.63 1121.09
58.70
µ3k
309.43
28.06
163.13
6.37
76.98
9.47
2
σ1k
230.09
62.96
76.48 12.93 5005.91 1414.43
2
σ2k
14844.55 3708.65
2669.75 506.55 73551.09 22176.29
2
σ3k
22966.52 5395.90
2421.45 476.65 2224.50
616.43
σ12k
1279.92 420.93
96.46 60.30 17910.71 5423.37

Table 2 reports the parameters estimates for the three-class model with class-dependent
variance-covariance matrices and with only a local dependence between y1 and y2 . These parameters are the cluster sizes (πk ), the cluster-specific means (µjk ), the cluster-specific variances
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(σjk
), as well as the cluster-specific covariance between y1 and y2 (σ12k ). The overt diabetes
group (cluster 3), has much higher means on glucose and insuline and a much lower mean on
sspg than the normal group (cluster 1). The chemical diabetes group (cluster 2) has somewhat
lower means on glucose and insuline and a much lower mean on sspg than the normal group.
The reported error variances show that the overt diabetes cluster is much more heterogeneous
with respect to glucose and insuline and much more homogeneous with respect to sspg than
the normal cluster. The chemical diabetes group is the most homogeneous cluster on all three
measures. The error covariances are somewhat easier to interpret if we transform them to correlations. Their values are .69, .21, and .93 for cluster 1, 2 and 3, respectively. This indicates
that in the overt diabetes group there is a very strong association between glucose and insuline,
while in the chemical diabetes group this association is very low, and even not significantly
different from zero (σb12k /SEbσ12k = 1.60). Note that the within-cluster correlation of .93 is very
high, which indicates that, in fact, the two measures are equivalent in cluster 3.

Table 3: Clinical versus LC cluster classification in diabetes example
Clinical
LC cluster classification
classification normal chemical overt
normal
26
10
0
chemical
4
72
0
overt
5
0
28
total
35
82
28

total
36
76
33
145

Not only the BIC of our final model is somewhat better than Fraley and Raftery’s, also our
classification is more in agreement with the clinical classification: our model “misclassifies” 13.1
percent of the patients while the unrestricted models misclassifies 14.5 percent. Table 3 reports
the cross-tabulation of the clinical and the LC cluster classification based on the posterior classmembership probabilities. As can be seen, some normal patients are classified as cases with
chemical diabetes and vice versa. The other type of error is that some overt diabetes cases are
classified as normal.
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Prostate cancer data
Our second example concerns the analysis of a mixed-mode data set with pre-trial covariates
from a prostate cancer clinical trial. Jorgensen and Hunt (1996) and Hunt and Jorgensen
(1999) used this data set containing information on 506 patients to illustrate the use of the LC
cluster model implemented in their MULTIMIX program. The eight continuous indicators are
age (y1 ), weight index (y2 ), systolic blood pressure (y5 ), diastolic blood pressure (y6 ), serum
haemoglobin (y8 ), size of primary tumor (y9 ), index of tumor stage and histolic grade (y10 ), and
serum prostatic acid phosphatase (y11 ). The four categorical observed variables are performance
rating (y3 ; 4 levels), cardiovascular disease history (y4 ; 2 levels), electrocardiogram code (y7 , 7
levels), and bone metastases (y12 , 2 levels). The research question of interest is whether on the
basis of these pre-trial covariates it is possible to identify subgroups that differ with respect to
the likelihood of success of the medical treatment of prostate cancer.
The categorical variables are treated as nominal and for the continuous variables we assumed
normal distributions with class-specific variances. We estimated models from one to four latent
classes. The first model for each number of classes assumes local independence. The other four
specifications are obtained by subsequently adding the direct relationships between y5 and y6 ,
y2 and y8 , y8 and y12 , and y11 and y12 . This exploratory improvement of the model fit was
guided by Latent GOLD’s bivariate residuals information, as well as the results reported by
Hunt and Jorgensen (1999).
To give an indication about the computation time needed for these kinds of models: all
two-class models took less than 5 seconds to converge and all four class models less than 20
seconds on a Pentium II 350 Mhz. Note that here we have a data set with almost 500 cases
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SYMBOLS
K
J
i
j
k
y
y
z
f (..)
π
θ
µ
Σ
σj2
σj`

number of classes or clusters
number of indicator variables
index to denote a particular case
index to denote a particular indicator variable
index to denote a particular class or cluster
vector of indicator variables
value of an indicator variable
covariate vector
density function
probability
parameter vector
mean vector
variance-covariance matrix
variance of variable j
covariance between variables j and `
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