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Session 1 

Regression Analysis Basics 

 

Goals: 

1. Review regression basics 

2. Introduce issues associated with overfitting data  

3. Show how M-fold cross-validation can be used to reduce overfitting 

 

Note: While parts A and B provide a basic review and may be skipped because such knowledge 

is assumed as part of the prerequisites, it also serves to introduce notation that will be used 

throughout this course. 

 

Session Outline: 

 

A. Primary types of regression – linear, logistic, linear discriminant analysis (LDA) 

B. Prediction vs. classification 

1. Assessing model performance  

2. R
2
 for linear regression  

3. Classification Table and ROC Curve for dichotomous dependent variable 

4. Accuracy and AUC 

C. Examples with simulated data 

1. Linear regression 

2. Logistic regression / LDA (see Technical Appendix) 

3. Raw vs. standardized coefficients measures of predictor importance 

4. Problems with stepwise regression (These problems become worse as # predictors 

P approaches, and exceeds, sample size N) 

D. Cross-validation 

1. Assessing/Validating model performance with and without cut-points 

2. Holdout samples and M-fold cross-validation 

3. Generalizability and R
2
 

4. Repeated rounds of M-folds 

 

 

  “Session 1 Technical Appendix.ppt” 

Technical Appendix PowerPoint: Logistic Regression and Linear Discriminant Analysis (LDA) 

  

http://statisticalinnovations.com/course2/Session%201%20Technical%20Appendix.ppt
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A. Notation and basics for primary types of regression 

– linear, logistic, linear discriminant analysis (LDA) 
 

Regression analysis predicts a dependent variable as a function f of one or more predictor 

variables X = (X1, X2,…,XP), f(x) expressing the conditional expectation of the dependent 

variable given the values of the predictors. The scale type of the dependent variable (continuous 

vs. categorical) determines whether f expresses the linear or logistic regression model. In Session 

1 we will limit our discussion to 1) linear regression models where the dependent variable, 

denoted by Y, is continuous and 2) logistic regression models where the dependent variable, 

denoted by Z,  is dichotomous (Z = 1, or Z = 0). We will begin with linear regression.  

 Linear Regression Basics 
A linear regression model expresses the conditional expectation of Y given X, ‘E(Y|X=x’), as a 

linear function of X. Each sample observation is assumed to be generated by an underlying 

process described by the linear model. For example, the linear regression for two predictors, X = 

(X1, X2), is: 

 1 1 2 2Y X X      
 (1.1) 

where the random error  is assumed to be normally distributed and ( | ) 0E X x   for all X. 

By taking the expected value of both sides, Eq. (1.1) can be expressed in the equivalent form: 

 1 1 2 2( | )E Y X x X X       (1.2) 

B = (̂ , 1̂ , 2̂ )′ are estimates obtained for the model parameters, which are used to get 

predicted values of Y for each sample observation i=1,2,…,N. For example, the prediction for 

case i having values for the predictors x1i and x2i, is obtained as: 

 1 1 2 2
ˆ ˆˆ ˆ

i i iY x x      (1.3) 

Taking X to be the N x (P+1) matrix formed by concatenating an N x 1vector of 1’s with the 

values of the P predictor variables observed in a sample of size N, we have X = (1 x1 x2) so that 

Eq. (1.3) can be expressed in matrix notation as Ŷ XB , and a vector of residuals e = (ei) is 

defined as ˆe Y Y  . In linear regression, parameter estimates are obtained using the method of 

Ordinary Least Squares (OLS), which minimizes the sum of squares of the residuals
2
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Prediction vs. Description/Explanation 

Prediction focuses on Ŷ and its properties, while description or explanation focuses on B and its 

properties. Our focus here will primarily be on prediction. In linear regression, the primary 

measure of goodness of prediction is given by the R
2
 statistic, which can be computed as the 

squared correlation between the observed and predicted Y values. R
2
 can be interpreted as the 

percentage of variance of Y that is explained by X. Minimizing the sum of squared errors is 

equivalent to maximizing R
2
. 

Under the linear regression assumptions where Eq. (1.1) reflects the true population model, OLS 

estimates have the following optimal properties: 

1) Unbiasedness 

2) BLUE (Best Linear Unbiased Estimator) – Among all unbiased estimators, OLS has the 

smallest variance for B and Ŷ . We will see that introducing a small amount of bias may 

reduce the variance substantially, thus reducing prediction error.  

Predictors with non-zero coefficients in the true population model will be referred to as valid 

predictors. It is useful to distinguish between two other kinds of predictors -- 1) irrelevant 

predictors and 2) extraneous predictors. Irrelevant predictors are independent of (and therefore 

uncorrelated with) each of the valid predictors and also with the dependent variable. Extraneous 

predictors are correlated with the dependent variable and at least one valid predictor, but when 

included as an additional predictor with the valid predictors, its population regression coefficient 

is 0.   

Venn diagrams provide a useful visual representation of different types of predictors. For 

example, Figure 1A (upper left hand corner) shows a typical regression with two valid 

predictors, X1 and X2.   

Suppose that the dependent variable Y = amount of alimony for child support paid by a 

respondent, the valid predictor X1 = the respondent’s income, and further suppose that X3 (= the 

respondent’s current spouse’s income) is independent of both Y, X1 and a second valid predictor, 

X2. This would then be an example where predictor X3 is irrelevant, and is depicted in Figure 1B 

(upper right hand corner). Now, define household income as X4 =  X1 + X3. Since X3 is 

irrelevant, X4 is extraneous assuming that X1 is also included in the regression. This is depicted 

in Figure 1C (lower left hand corner). 

Valid predictors may also include suppressor variables. In Figure 1D (lower-right hand corner of 

4-square), X5
 
serves as a suppressor variable. Session 3 describes the important role of 

suppressors in greater detail. For an introductory example to suppressor variables, see: 

http://www.statisticalinnovations.com/technicalsupport/Suppressor.AMSTAT.pdf 

http://www.statisticalinnovations.com/technicalsupport/Suppressor.AMSTAT.pdf
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Fig. 1A: X2 is a valid predictor Fig. 1B: X3 is an irrelevant predictor 

Fig. 1C: X4 is an extraneous predictor Fig. 1D: X5 is a (classical) suppressor variable 
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In practice, the valid predictors will not generally be known. When one or more valid predictors 

are omitted from the regression, one or more extraneous variables may serve a useful purpose as 

an imperfect proxy for that omitted predictor, and hence their inclusion can improve prediction. 

For example, in Figure 1C if X1 were not available for inclusion as a predictor, the extraneous 

variable X4 would no longer be extraneous. In this case, X4 together with X2 , in a 2-predictor 

model would improve prediction over the model with X2 as the sole predictor.  In contrast, 

inclusion of irrelevant variables in the regression will improve prediction only for cases in the 

analysis sample, prediction of new cases outside the analysis sample deteriorating due to an 

increase in the generalization error. This latter result will be illustrated in part C using simulated 

data. 

 

B. Prediction vs. Classification 

 

Now suppose that the dependent variable Z is dichotomous. For simplicity, we will assign scores 

of 1 and 0 to its categories; hence, the conditional expectation of Z given X corresponds to the 

conditional probability that Z = 1 given X: 

  

E(Z|X) = prob(Z=1|X)*1 + prob(Z=0|X)*0                                  

      = prob(Z=1|X) 

 

Thus, a regression model used to predict Z yields predicted probabilities for Z=1.  Note that this 

also yields predicted probabilities for Z=0 since prob(Z=0|X) can always be computed from 

prob(Z=1|X) as ‘1 – prob(Z=1|X)’. Since the dependent variable is categorical (in fact, here it is 

dichotomous), the regression model can not only be used as a predictive model, but also for 

classification. For a given case with X = xi, if the predicted probability that Z=1 is found to 

exceed .5, the outcome for that case is predicted to be in (classified into) category Z=1. 

Otherwise, the case is classified into outcome category Z=0. That is, the case will be assigned to 

category Z=1 if the predicted probability for Z=1 exceeds the predicted probability for Z=0.  

 

While R
2
 is the primary statistic to assess prediction in the case of linear regression, accuracy 

(ACC) and the Area Under the ROC Curve (AUC) are the corresponding statistics used for the 

logistic regression model, which is the primary model used to predict a dichotomous dependent 

variable. For details on the ACC and AUC statistics as well as the logistic regression model and 

its relationship to linear discriminant analysis, see the Session 1 Technical Appendix 

PowerPoint:    “Session 1 Technical Appendix.ppt” 

http://statisticalinnovations.com/course2/Session%201%20Technical%20Appendix.ppt
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   C. Examples with Simulated Data  

We will begin with some examples based on a continuous dependent variable Y using the linear 

regression model. Suppose that the true population model has only a single predictor variable, 

RP5, and the population R
2
 = 0.2. In particular, the population parameters are  = 0 and  = 3.86 

so the true model is Y = 0 + 3.86 RP5 + . 

Linear regression 
In the real world, we generally do not know the true model. Suppose that in addition to the valid 

predictor ‘RP5’ we have measurements on 28 additional irrelevant variables ‘extra1’, 

‘extra2’,…,’extra28’ that serve as candidate predictor variables. Output from stepwise linear 

regression based on simulated data with N=5,000 cases is given in Table 1A. Table 1A shows 

that RP5 enters in Step 1, and in Step 2 an irrelevant variable, ‘extra8’, enters into the equation. 

In both steps, the estimate for R
2
 based on this large sample approximates the true population 

value of 0.2. 

 

Table 1A: Results of stepwise regression (forward selection) for N=5,000 – coefficients at each 

step 

Model 

Unstandardized 

Coefficients 

Standardized 

Coefficients 

t Sig. R Square B Std. Error Beta 

1 (Constant) -.06 .04 
  

-1.32 .186 .1976 

RP5 3.81 .11 .44 35.09 .000   

2 (Constant) -.06 .04 
  

-1.34 .179 .1983 

RP5 3.81 .11 .44 35.12 .000   

extra8 .20 .10 .03 2.04 .042   

 

Unstandardized regression coefficients depend upon the scale of the predictors. For example, if 

RP5 were replaced by RP5 = RP5/2, the corresponding regression coefficient (and standard 
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error) would be twice the original values, and all other statistics and all predictions would be 

unchanged. 

The standardized coefficients reported in Table 1A are measures of importance representing the 

coefficients that would be obtained if all predictors and the dependent variable were standardized 

by dividing by their standard deviation. This standardization removes the effect of scale so that 

the effects of predictors measured in different units can be compared.  

Table 1B shows comparable results obtained from the final step based on the backwards 

elimination option in traditional OLS regression. Here we have 3 irrelevant predictors entering 

into the model. 

 

Table 1B: Results of stepwise regression (backwards elimination) for N = 5,000  

R-sq = .1993 

     

Model 

Unstandardized 

Coefficients 

Standardized 

Coefficients 

t Sig. B Std. Error Beta 

 (Constant) -0.06 0.04 
  

-1.336 .182 

RP5 3.81 0.11 0.44 35.141 .000 

extra19 -0.23 0.12 -0.05 -1.903 .057 

extra22 0.44 0.14 0.08 3.055 .002 

extra28 -0.15 0.09 -0.02 -1.657 .098 

 

 

Validation 

Since R
2
 is maximized, it cannot decrease when additional predictors are included in the model. 

However, the Validation-R
2
, computed from independent validation data (not used to estimate 

the model parameters) will tend to decline if irrelevant variables are added to the model.  
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Exercise C1. 

For SPSS Users: 

 ‘LMTr&Val.sav’ 

The data file ‘LMTr&Val.sav’ contains simulated data for N=5,000 training cases (‘Validation’ 

= 0) and N = 5,000 validation cases (‘Validation’ = 1).  

1) Use stepwise linear regression (forward selection option) to reproduce the results in Table 1A 

based on the training sample. The variable ‘Validation’ on the data file can be used to select the 

training cases (‘Validation=0’).  

2) For Model 1 containing ‘RP5’ as the sole predictor and Model 2 containing both ‘RP5’ and 

‘extra8’, compute R
2
 on the validation data. Verify that the validation-R

2
 decreases when the 

irrelevant variable ‘extra8’ is added.  

 

For XLSTAT Users: 

‘LMTr&Val.xls’ 

The data file ‘LMTr&Val.xls’ contains simulated data for N=5,000 training cases (‘Validation’ = 

0) and N = 5,000 validation cases (‘Validation’ = 1). The first 5,000 rows contain the training 

cases. 

1) Use stepwise linear regression (forward selection option) to reproduce the results in Table 1A. 

The validation tab can be used to select the last 5,000 rows as validation.  

http://statisticalinnovations.com/course2/LMTr&Val.sav
http://statisticalinnovations.com/course2/LMTr&Val.xls
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2) For Model 1 containing ‘RP5’ as the sole predictor and Model 2 containing both ‘RP5’ and 

‘extra8’, compute R
2
 on the validation data. Verify that the validation-R

2
 decreases when the 

irrelevant variable ‘extra8’ is added.  

 

 

Exercise C2. 
 

 ‘LMTr&Val.sav’ 

‘LMTr&Val.xls’ 

 

Repeat Exercise C1 using the backwards elimination option instead of forward selection.  

1) Verify that RP5 together with 3 irrelevant variables ‘extra19’, ‘extra22’, and ‘extra28’ are 

included in the final model so that you reproduce Table 1B. 

2) At each step, the predictor eliminated may not necessarily be the one with the smallest 

absolute standardized coefficient.  However, verify that at each of the first four steps, the 

predictor eliminated IS the one for which the standardized coefficient is smallest in magnitude. 

(Note to XLSTAT Users: p-values and coefficients for predictors are not provided for each step). 

3) Let Model 1 be the model with RP5 as the sole predictor and Model 2 be the model containing 

all 4 predictors. Compare the Validation-R
2
 for both models. Which is larger? 

 

http://statisticalinnovations.com/course2/LMTr&Val.sav
http://statisticalinnovations.com/course2/LMTr&Val.xls
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 Example C1.  
We now reduce the sample size from N = 5,000 to N = 50 and continue to specify the model with 

P= 29 predictors. Note that this reduction in N causes a substantial increase in the 

#predictors/sample size ratio from P/N 0.006 to 0.6. The results from stepwise regression are 

given in Tables 2A and 2B for forward selection and backwards elimination, respectively. In 

Under forward selection only one irrelevant predictor is selected along with RP5, while in under 

backwards elimination, 8 irrelevant predictors are selected along with RP5.  

Comparing these results to the corresponding Tables 1A and 1B, which were based on the larger 

sample size, note that the standard errors for the coefficients based on the smaller sample sizes 

are much higher. Note also that the p-values for all 9 predictors in Table 2B are statistically 

significant. The R
2
 for the training data is 0.6737, much higher than the true population value 

0.2, is the drop-off being indicative of overfitting. The Validation-R
2
 is only 0.0578, the large 

dropoff verifying a substantial amount of overfitting.  

 

 

Table 2A: Results of stepwise regression (forward selection) for N=50– coefficients at each step. 

At Step 2 Training-R
2
 = 0.4557 and Validation-R

2
 = 0.1513. 

 

Model 

Unstandardized 

Coefficients 

Standardized 

Coefficients 

T Sig. R Square B Std. Error Beta 

Training 1 (Constant) 0.18 0.42 

 

0.44 0.666 0.3459 

RP5 5.83 1.16 0.59 5.04 0   

2 (Constant) 0.71 0.42 

  

1.67 0.102 0.4557 

RP5 6.28 1.08 0.63 5.84 0   

extra9 2.99 0.97 0.33 3.08 0.003   
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Table 2B: Results from backwards elimination for N = 50. Training-R
2
 = 0.6737, Validation-R

2
 

= 0.0578 

  
Unstandardized 

Coefficients 

Standardized 

Coefficients 

t Sig.   B Std. Error Beta 

(Constant) 1.29 .38 
  

3.397 .002 

RP5 5.45 .99 .55 5.51 .000 

extra5 2.68 .77 .44 3.47 .001 

extra6 4.04 1.42 .45 2.85 .007 

extra8 -7.51 2.09 -.75 -3.59 .001 

extra19 4.14 1.43 .79 2.90 .006 

extra20 -3.85 1.58 -.60 -2.44 .019 

extra23 -4.76 1.78 -.69 -2.67 .011 

extra24 4.19 1.26 .66 3.32 .002 

extra26 3.88 1.88 .54 2.06 .045 

 

This example shows some of the problems due to overfitting associated with step-wise 

regression. Harrell posted the following comments on the web about the problems from the use 

of step-wise regression: 

Frank Harrell’s comments: 

Here are some of the problems with stepwise variable selection.  

1. It yields R-squared values that are badly biased to be high.  

2. The F and chi-squared tests quoted next to each variable on the printout do not 

have the claimed distribution.  

3. The method yields confidence intervals for effects and predicted values that are 

falsely narrow (See Altman and Anderson, 1989, Statistics in Medicine).  

4. It yields p-values that do not have the proper meaning, and the proper correction 

for them is a difficult problem.  

5. It gives biased regression coefficients that need shrinkage (the coefficients for 

remaining variables are too large; see Tibshirani, 1996).  

6. It has severe problems in the presence of collinearity.  

7. It is based on methods (e.g., F tests for nested models) that were intended to be 

used to test prespecified hypotheses.  

8. Increasing the sample size doesn't help very much (see Derksen and Keselman, 

1992).  
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9. It allows us to not think about the problem.  

10. It uses a lot of paper.  

“All possible subsets” regression solves none of these problems.  

Some journals will not accept articles that utilize step-wise regression (see e.g. Thompson, 1995) 
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 Exercise C3. 
 

 ‘LMTr&Val.sav’ 

‘LMTr&Val.xls’ 

 

1a) Confirm that at each step of backwards elimination, eliminating the predictor that has the 

smallest absolute value of the standardized coefficients yields the same solution as elimination 

based on the highest p-value for these data (the usual criterion). For example, in Step 1, the 

variable extra14 is excluded because its p-value = .955 is the highest among all predictors. Also 

in Step 1 the standardized coefficient (‘beta’) for extra14 = -0.031, which is closer to 0 than 

corresponding beta for any of the other predictors. 

 

(Note to XLSTAT Users: p-values and coefficients for predictors are not provided for each step). 

 

1b) The results shown in Table 2B can also be reproduced using the CORExpress program or 

XLSTAT-CCR. Verify that the regression coefficients and the R
2
 statistics are the same as 

reported in Table 2B.  

To see this, open the saved project: 

 

For CORExpress Users: “Session1.LMTr&Val.spp”. 

For XLSTAT-CCR Users: “Session1LM.txt”. 

http://statisticalinnovations.com/course2/LMTr&Val.sav
http://statisticalinnovations.com/course2/LMTr&Val.xls
http://statisticalinnovations.com/course2/Session1.LMTr&Val.spp
http://statisticalinnovations.com/course2/Session1LM.txt
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 Exercise C4.  
Confirm that for forward selection the final model contains RP5 plus 1 irrelevant variable – 

extra9 as shown in Table 2A. 

 

D. Cross-validation 

As shown in Example C1, a validation sample can be useful to determine whether a model is 

overfit, substantial dropoff in R
2
 between the training and validation data being indicative of 

overfitting. In practice, about one-half or one-third of sample cases are often held out (not used 

for estimation) for purposes of validation. However, if the sample size is already relatively small, 

holding out this many cases for validation is not warranted since the reduced sample size for 

estimation would be too small to give reliable estimates. Cross-validation (CV) was developed to 

deal with this problem, and has become a popular alternative to validation. In CV, all cases are 

used for both estimation and validation.  

The most popular CV method is called M-fold cross-validation. The way that M-fold CV works 

is as follows: 

1. Randomly assign each of the N sample cases to one of M subgroups (‘folds’). M is 

usually taken to be between 5 and 10, and most frequently M = 10. Let im denote the set 

of indices for cases assigned to fold m, m = 1, 2, …, M and let Nm denote the number of 

cases in fold m.  Whenever possible, M should be chosen such that Nm is constant. 

2. The regression procedure is applied M times, each time based on the sample excluding 

cases in fold m, m=1, 2, …, M. 

3. Let 
( )ˆ m

iY denote the predictions applied to holdout cases i im (cases assigned to the 

holdout fold m). Accumulate the predictions for all N cases and compute the performance 

(or loss) statistic. For example, for linear regression we will use the cross-validated R
2
 

statistic, CV-R
2
, as the performance statistic, computed as the square of the correlation 

between these accumulated predictions and the observed Y. 
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Note that in step 2 above it is “the regression procedure” that is applied M times. The 

‘procedure’ includes the way that the predictor variables were obtained. It is natural to ask the 

question, “Is the model obtained from step-wise regression valid?” However, as shown below to 

address this question it is incorrect to simply apply M-fold cross-validation to the resulting 

model, ignoring the fact that these predictors were selected on the basis of the entire sample. It is 

better to ask, “How valid is it to use a 9-predictor model obtained by step-wise regression?”  

According to Hastie, Tibshirani, and Friedman (2010: Section 7.10.2), cross-validation is often 

misused, and the overly optimistic (biased) results of such misuse frequently appear in top 

journals. The correct approach to M-fold CV is to reproduce the entire regression procedure in 

each of the M-subsamples, including the variable selection step. In Example D1 below we 

illustrate the substantial bias that can be expected to occur when CV does not take into account 

the variable selection step. 

 

 Example D1:  

The Wrong Way to do Cross-validation 
 

Suppose we attempt to use 10-fold CV to evaluate the solution summarized in Table 2B and to 

compare it to models with fewer predictors. To do this comparison correctly we need to take into 

account how much work was done to select the predictors in the model. Table 3 compares CV 

results obtained using the wrong and right approach for each of 9 models, containing between 1 

and 9 predictors. The 9-predictor model was obtained by standard backwards elimination, and 

the others by continuing the elimination steps (ignoring the apparent significance of the 

predictors reported in the stepwise procedure), each time eliminating the predictor with the 

highest estimated p-value until only 1 predictor remains.  
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Table 3. Comparison of CV-R
2
 values for models containing between P = 1 and 9 predictors 

obtained on simulated sample #1 with N = 50. 

  CV-R-sq 

P Wrong way Right way 

9 0.560 0.102 

8 0.421 0.096 

7 0.411 0.107 

6 0.338 0.133 

5 0.302 0.154 

4 0.342 0.188 

3 0.305 0.199 

2 0.328 0.297 

1 0.293 0.288 

 

Since the CV results are based on a small sample of N = 50, even when applied correctly, the CV 

results might not be expected to yield exactly the correct number of valid predictors. The right-

most column of Table 3 shows that when CV is performed correctly, the highest CV-R
2
 = 0.297 

occurs for P = 2 predictors (see Figure 2). The other column of Table 3 shows that when CV is 

performed incorrectly, we obtain an inflated value of 0.560 for the CV-R
2
 and an excessive 

number of predictors (see Figure 1).  
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Figure 1. CV-R
2
 Results obtained using Cross-validation the wrong way mistakenly suggests 

that the model with 9 predictors is best. (Results for simulated sample #1 with N=50)

  

Figure 2. CV-R
2
 Results obtained using Cross-validation the right way suggests that a model 

with 2 predictors is best, and a model with 1 predictor is close to best. (Results for simulated 

sample #1 with N=50) 
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In the remainder of this session we illustrate how M-fold CV should not be performed. In 

Session 2 when we discuss the topic of regularization, we will show a correct way to perform M-

fold CV, which takes into account all the work (including the work done to select the variables) 

that is done to obtain each of the models.  

 

Mini Tutorial: How not to do M-fold CV 

Note: For XLSTAT-CCR users, see: “Session1.RightandWrongWayCV-R-sq.pdf” 

 

The following tutorial is for CORExpress Users: 

 

Opening a Previously Saved Project: 

 File  Load Project 

 Select ‘CV-R-sq.spp’ and click Open to load the project 

 
Figure 3. Loading a previously saved project 

http://statisticalinnovations.com/course2/Session1.RightandWrongWayCV-R-sq.pdf
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Opening the Model Specifications for the Saved Project: 

 Double click on “CV-R-sq Incorrect Way” in the Datasets window 

 

The control window will now show the saved model specifications and the corresponding model 

output, illustrating how not to perform M-fold CV. 

 

 

 
Figure 4. 

 

The CV-R
2
 values shown above were plotted earlier in Figure 1. Note that the CV-R

2
 declines as 

it is applied to successive models, as the number of predictors in the model is reduced from 9 

down to 1 based on magnitude of p-value. If it were working correctly, we would expect to see 

higher CV R
2
 values as the number of predictors is reduced from 9 to 8 to 7, etc. In other words, 

we would expect to see results similar to that provided in Table 4A (plotted in Figure 5). 
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Table 4A. ISIM1.K3 

# Predictors CV-R^2 

9 0.1020 

8 0.0957 

7 0.1068 

6 0.1333 

5 0.1536 

4 0.1879 

3 0.1993 

2 0.2969 

1 0.2884 

 

 

 

 

 

 

 

In summary, the wrong way of performing M-fold CV is to apply it to a particular model, 

ignoring the fact that the predictors in the model were selected using the entire sample. The right 

way applies M-fold CV to evaluate the entire modeling approach including variable selection. 

In Session 2, we examine the rationale for several regularization approaches, including 

Correlated Component Regression (CCR). The results above were based on a regularized model 

obtained from CCR, where the amount of regularization is determined by reducing the number of 

components to K=3. Table 5A below reports results from using 10 rounds of 10-folds for this 

CCR model. In particular, the bottom row of the table shows that in three of the rounds (round 

#4, #5, #6), only one predictor was included in the model, that predictor being ‘RP5’. In each of 

the remaining seven rounds, RP5 is again included along with only one irrelevant predictor.  

 

Figure 5. 
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Table 4B. ISIM1.K3 

    Round # 

Predictor All 1 2 3 4 5 6 7 8 9 10 

RP5 100 10 10 10 10 10 10 10 10 10 10 

extra6 39 6 6 6 0 0 0 4 6 6 5 

extra9 11 1 2 2 0 0 0 1 1 3 1 

extra7 9 0 1 1 0 0 0 3 2 0 2 

extra24 8 1 0 1 0 0 0 2 1 1 2 

extra26 3 2 1 0 0 0 0 0 0 0 0 

Total 170 20 20 20 10 10 10 20 20 20 20 

Predictors   2 2 2 1 1 1 2 2 2 2 

 

Again, in Session 2, we will show how to perform M-fold CV to validate an entire modeling 

approach, as illustrated in the saved model “CV-R-sq Correct Way”. Performing M-fold CV 

correctly approximates the results that would be obtained from an independent validation sample 

if such were available. Performing M-fold CV incorrectly produces an overly optimistic 

assessment of a model. 

 

Session 1 Tutorial ‘ISIM1.K3 Tutorial.pdf’ illustrates the use of the program 

CORExpress to reproduce the results given above. When we introduce the CCR approach in 

Session 2, we will explain how the value K=3 is determined as part of the cross-validation and 

discuss these results in more detail. 

For XLSTAT-CCR users, follow along with Session 1 Tutorial ‘ISIM1.K3 

Tutorial_XLSTAT.pdf’ 

 

 

  

http://statisticalinnovations.com/course2/Session%201%20ISIM1.K3%20Tutorial.pdf
http://statisticalinnovations.com/course2/Session%201%20ISIM1.K3%20Tutorial_XLSTAT.pdf
http://statisticalinnovations.com/course2/Session%201%20ISIM1.K3%20Tutorial_XLSTAT.pdf


Copyright © 2012 by Statistical Innovations Inc. All rights reserved. 

 

22 

 

Key Driver Regression Example 

The Correlated Component Regression (CCR) is formally introduced in Session 2. As an 

additional motivating example, see Tutorial 1, which illustrates an additional benefit to 

regularization. In particular, this key driver regression example shows that traditional regression 

yields unreasonable negative coefficients for certain key drivers while a regularized regression 

solution provided by CCR yields more reasonable positive coefficients for these predictors. 

 

Follow along with the Auto Price Tutorial: 

 

For CORExpress Users: 

 “COREtutorial1.pdf” 

 ‘autoprice.sav’ 

 

 

For XLSTAT-CCR Users: 

 “XLCCRtutorial1.pdf” 

‘autoprice.xls’ 

 

http://statisticalinnovations.com/course2/COREtutorial1.pdf
http://statisticalinnovations.com/course2/autoprice.sav
http://statisticalinnovations.com/course2/XLCCRtutorial1.pdf
http://statisticalinnovations.com/course2/autoprice.xls

